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Lam’s slides are first

Can you talk to a model to get it to change its’ perception?

« Text input to a Vision Language Model will change the nature of how a
model identifies an image and adds a caption.

« Computer Vision problem combined with an LLM




Visual Cues: The Texture-Shape Bias in Humans

Humans identify objects through the visual cue of shape.

University of Central Florida
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Visual Cues: The Texture-Shape Bias in Humans

Humans identify objects through the visual cue of shape.
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Visual Cues: Texture-Shape Bias in Machine Learning Models

ML models tend to identify an object through the visual cue of texture.

University of Central Florida Page 6



Visual Cues: Texture-Shape Bias in Machine Learning Models

ML models tend to identify an object through the visual cue of texture.
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The Texture-Shape Bias in CV Models

Cue bias: shape and the texture are mismatched

- Car!
g Clock!

Source: Figure 4 of Geirhos et al, 2019
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The Texture-Shape Bias in CV Models

Proportion of shape vs texture
classifications, humans vs models

Fraction of 'shape’ decisions
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The Texture-Shape Bias in CV Models

Proportion of shape vs texture
classifications, humans vs models

Fraction of 'shape’ decisions
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Can We Steer Models’ Bias
Towards Humans’ Bias?




What Might this Imply?

* Through prompts, one would be able to actually change the structure of a machine learning model
without having to rewrite the code by hand or retrain the model
» Possibly an Visual Language Model that can rewrite itself on a more fundamental level then just

changing the weights of the parameters?

University of Central Florida Page 12



Where do the biases come from?




Related Work - How Do We Measure Texture/Shape Bias?

Cue Conflict Dataset - 1,280 images where shape and texture are swapped

(Picture source: Geirhos et al.. 2019)
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Related Work - How Do We Measure Texture/Shape Bias?

Cue Accuracy = Shape Accuracy + Texture Accuracy

Shape Bias = Shape Accuracy/Cue Accuracy
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Methodology - Measuring VLM Cue Biases Through

Classification
Visual Question Answering (VQA)

"{VOA INSTRUCTION}
A. alrplane

BR. bear
C. bicycle
P. truck

Answer with the option’s
letter from the given
choices directly."

University of Central Florida
Source: Table 5, Appendix C.1.

Prompt

"Which option best describes the
image? s 2 | {dElanlt)

Default with CLIP-style options

"Describe the object in the image:

[.‘.]n

"Describe the object in the image:

[ 5@]™
with CLIP-style options

Empty instruction (just options)
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Methodology - Measuring VLM Cue Biases Through
Classification

Image Captioning

Prompt

"Describe the image. Keep your
response short." (default)

"Describe the image."

"Describe the image. Be precise."

Source: Table 6, Appendix C.2.
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Experiment 1 - VLM Cue Bias Analysis: Models

1

Gemini Pro Vision —

commercial, closed-source models —— CPTA -

Qwen-VL Plus -
Qwen-VL Max —
Qwen-VL Chat -
InternVL Chat 1.1 -

massive vision encoders

InternVL Chat 1.2+ -

LLaVA v1.5 7B -
LLaVA v1.5 13B -
LLaVA-RLHF 7B -

finetuning with RLHF

LLaVA-RLHF 13B -
LLaVA-NeXT 7B -
LLaVA-NeXT 13B -
LLaVA-NeXT 34B -
MoE-LLaVA-StableLM -

mixture-of-expert-LLM

Pretrained CLIP encoders+LLMs

MoE-LLaVA-Qwen —
MoE-LLaVA-Phi2 -
InstructBLIP Flan-T5-x] —
InstructBLIP Vicuna-7B -
Emu2-Chat -

CogAgent Chat -
CogVLM Chat -

optimized architectures for resource-constrained system_—

Source: Figure 2 from paper.
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Experiment 1 - VLM Cue Bias Analysis: Results
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MoE-LLaVA-StableLM -
MoE-LLaVA-Qwen —
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Experiment 1 - VLM Cue Bias Analysis: Results
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Experiment 1 - VLM Cue Bias Analysis: Results

Source: Table 4.

University of Central Florida

VQA Image Captioning
Shape Accu- Shape Accu- Avg. Single Clasy | Generic
Model Bias [%] racy[%] Bias[%] racy|[%] | Tokens Ratio [%] Ratio [%]
Gemini 1.0 Pro Vision (Gemini Team, 2023) 64.1 63.2
GPT-4V (Preview) (OpenAl, 2023) 479 53.6
Qwen-VL Plus (Qwen Team, 2024) 64.8 67.9
Qwen-VL Max (Qwen Team, 2024) 62.4 69.7
Qwen-VL Chat (Bai et al., 2023b) - 38.2
InternVL Chat 1.1 (Chenetal., 2024) 68.3 732
InternVL Chat 1.2+ (Chen et al., 2024) 61.1 61.3
LLaVvVA v1.5 7B (Liuetal., 2023a) 614 614
LLaVA v1.5 13B (Liuetal., 2023a) 64.1 62.7
LLaVA-RLHF 7B (Sun et al., 2023c¢) 61.7 63.0
LLaVA-RLHF 13B (Sun et al., 2023c¢) 63.4 62.3
LLaVA-NeXT 7B (Liu et al., 2024) 59.2 64.0
LLaVA-NeXT 13B (Liuetal., 2024) 57.2 63.5
LLaVA-NeXT 34B (Liu et al., 2024) 56.0 66.2
MoE-LLaVA-StableLM (Lin et al., 2024) 59.1 63.0
MoE-LLaVA-Qwen (Lin et al., 2024) 62.9 63.2
MoE-LLaVA-Phi2 (Lin et al., 2024) 59.6 61.1
InstructBLIP Flan-T5-x1 (Dai et al., 2023) 68.2 67.1
InstructBLIP Vicuna-7B (Dai et al., 2023) 73.8 67.7
Emu2-Chat (Sun et al., 2023a) 529 59.6
CogAgent Chat (Hong et al., 2023) - 674
CogVLM Chat (Wang et al., 2023) - 57.6
UForm Gen Chat (Kim et al., 2023) - 38.8
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Experiment 1 - VLM Cue Bias Analysis: Results

Image Captioning Response Qualities

All responses

Source: Table 9.

University of Central Florida

Model

Shape Bias [%]

Accuracy (%]

Non-generic

Shape Bias [%]

Accuracy (%]

Gemini 1.0 Pro Vision
GPT—-4V (Preview)
Qwen—-VL Plus

Qwen—-VL Max

Qwen—-VL Chat

InternVL Chat 1.1
InternVL Chat 1.2+
LLaVA v1.5 7B

LLaVA v1.5 13B
LLaVA-RLHF 7B
LLaVA-RLHF 13B
LLaVA—-NeXT 7B
LLaVA-NeXT 13B
LLaVA—-NeXT 34B
MoE-LLaVA-StablelLM
MoE-LLaVA-Qwen
MoE-LLaVA-Phi2
InstructBLIP Flan-T5-x1
InstructBLIP Vicuna-7B
Emu2—-Chat

CogAgent Chat

CogVLM Chat

UForm Gen Chat

63.2
53.6
67.9
69.7
38.2
12
61.3
61.4
62.7
63.0
62.3
64.0
63.5
66.2
63.0
63.2
61.1
67.1
67.7
59.6
67.4
57.6
38.8

68.00
52.61
65.50
68.50
67.42
75.58
82.42
76.08
75.58
71.83
73.25
65.08
65.25
57.50
73.92
.33
75.42
81.50
80.67
65.00
60.33
66.58
64.50

65.7
62.9
71.9
724
40.1
74.5
62.3
62.8
65.1
64.7
66.3
66.9
65.3
73.6
64.1
64.4
63.1
68.7
68.4
60.3
70.8
61.9
37.9

88.40
93.14
88.56
91:52
83.92
87.89
88.15
87.24
88.24
83.80
86.08
92.48
92.95
96.39
86.28
88.03
86.05
89.09
90.27
89.94
97.38
93.72
83.00

All but one of
these did not.

All of these
Increased.
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Experiment 1 - VLM Cue Bias Analysis: Vision Encoding Biases

Performance Comparison between VLM Models and Their Vision Encoders.

VLM - Encoder [%] Error Con-
VLM Vision Encoder Accuracy Shape Bias sistency [%]

LLaVA v1.5 13B (Liuetal., 2023a)

LLaVA v1.5 7B (Liuetal., 2023a)

LLaVA-NeXT 34B (Liu et al., 2024)

g g S?L(f;“;f;l“' 53%4) # CLIP ViT-L/14@336px (Radford et al., 2021)
MoE-LLaVA v1.5 Phi2 x4 (Linetal., 2024)

MoE-LLaVA v1.5 Qwen x4 (Linetal., 2024)

MoE-LLaVA v1.5 StableLM x4 (Linetal., 2024)

InstructBLIP FLAN-T5-XL (Daiet al., 2023)

InstructBLIP Vicuna-7B (Dai et al., 2023) * EVA-01-CLIP ViT-g/14@224px (Sun et al., 2023b)

Emu2-Chat (Sun et al., 2023a) # EVA-02-CLIP-E/14+@448px (Sun et al., 2023b)

Source: Table 1.
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Experiment 1 - VLM Cue Bias Analysis: Vision Encoding Biases

Performance Comparison between VLM Models and Their Vision Encoders.

VLM - Encoder [%] Error Con-

VLM Vision Encoder Accuracy Shape Bias sistency [%]
LLaVA v1.5 13B (Liuetal., 2023a) —3.50 +4.2* 73.5
LLaVA v1.5 7B (Liuetal., 2023a) —3.00 +1.5 76.8
LLaVA-NeXT 34B (Liu et al., 2024) —9.92 —-3.9* 67.1
LLaVA-NeXT 13B (Liu et al., 2024) , ; : —0.33 <97 70.9
LLaVA-NeXT 7B (Liu et al., 2024) * CLIP ViT-L/14@336px (Radford et al., 2021) ~1.08 0.2 67.5
MoE-LLaVA v1.5 Phi2 x4 (Linetal., 2024) —1.42 -0.3 73.4
MoE-LLaVA v1.5 Qwen x4 (Linetal., 2024) —24.25 +3.0 514
MoE-LLaVA v1.5 StableLM x4 (Linetal., 2024) —3.67 —0.8 734
InstructBLIP FLAN-T5-XL (Daiet al., 2023) : rs —6.83 +1.8 73.7
InstructBLIP Vicuna-7B (Dai et al., 2023) * EVA-01-CLIP ViT-g/14@224px (Sun et al., 2023b) —14.42 +7.4* 78.7
Emu2-Chat (Sun et al., 2023a) “ EVA-02-CLIP-E/14+@448px (Sun et al., 2023b) —11.08 —9.5* 61.0

All VLMs were less accurate than their encoders!

Source: Table 1.
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Experiment 1 - VLM Cue Bias Analysis: Vision Encoding Biases

Performance Comparison between VLM Models and Their Vision Encoders.

VLM - Encoder [%] Error Con-

VLM Vision Encoder Accuracy Shape Bias sistency [%]
LLaVA v1.5 13B (Liuetal., 2023a) —3.50 +4.2* 73.5
LLaVA v1.5 7B (Liuetal., 2023a) —3.00 +1.5 76.8
LLaVA-NeXT 34B (Liu et al., 2024) —9.92 —-3.9* 67.1
LLaVA-NeXT 13B (Liu et al., 2024) : ' : —-0.33 —-2.7 70.9
LLaVA-NeXT 7B (Liu et al., 2024) * CLIP ViT-L/14@336px (Radford et al., 2021) ~1.08 0.2 67.5
MoE-LLaVA v1.5 Phi2 x4 (Linetal., 2024) —1.42 -0.3 73.4
MoE-LLaVA v1.5 Qwen x4 (Linetal., 2024) —24.25 +3.0 514
MoE-LLaVA v1.5 StableLM x4 (Linetal., 2024) —3.67 —0.8 734
InstructBLIP FLAN-T5-XL (Daiet al., 2023) : rs —6.83 +1.8 73.7
InstructBLIP Vicuna-7B (Dai et al., 2023) * EVA-01-CLIP ViT-g/14@224px (Sun et al., 2023b) —14.42 +7.4* 78.7
Emu2-Chat (Sun et al., 2023a) “ EVA-02-CLIP-E/14+@448px (Sun et al., 2023b) —11.08 —9.5* 61.0

*. Statistically significant changes in shape bias.

This wasn’t consistently changed by the encoder!

Source: Table 1.
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Experiment 1 - VLM Cue Bias Analysis: Vision Encoding Biases

Performance Comparison between VLM Models and Their Vision Encoders.

VLM - Encoder [%] Error Con-

VLM Vision Encoder Accuracy Shape Bias sistency [%]
LLaVA v1.5 13B (Liuetal., 2023a) —3.50 +4.2* 73.5
LLaVA v1.5 7B (Liuetal., 2023a) —3.00 +1.5 76.8
LLaVA-NeXT 34B (Liu et al., 2024) —9.92 -3.9* 67.1
LLaVA-NeXT 13B (Liu et al., 2024) L ' : —-0.33 —2.7 70.9
LLaVA-NeXT 7B (Liu et al., 2024) * CLIP ViT-L/14@336px (Radford et al., 2021) ~1.08 0.2 67.5
MoE-LLaVA v1.5 Phi2 x4 (Linetal., 2024) —1.42 -0.3 73.4
MoE-LLaVA v1.5 Qwen x4 (Linetal., 2024) —24.25 +3.0 514
MoE-LLaVA v1.5 StableLM x4 (Linetal., 2024) —3.67 —0.8 735
InstructBLIP FLAN-T5-XL (Daiet al., 2023) : rs —6.83 +1.8 73.7
InstructBLIP Vicuna-7B (Dai et al., 2023) + EVA-O1-CLIP ViT-g/14@224px (Sun et al., 2023b) —14.42 +7.4* 78.7
Emu2-Chat (Sun et al., 2023a) “ EVA-02-CLIP-E/14+@448px (Sun et al., 2023b) —11.08 -9.5* 61.0

*. Statistically significant changes in shape bias.

The two systems do NOT make the same errors for the same
reasons!

Source: Table 1.
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Experiment 1 - VLM Cue Bias Analysis: LLM Processing Biases

"{VOA INSTRUCTION}
A. ailrplane

B. bear
C. bicycle
P. truck

Answer with the option’s letter from the given
cholces directly."

University of Central Florida Page 28



Experiment 1 - VLM Cue Bias Analysis: LLM Processing Biases

e: {
bear: 93.82%
plane: 6.50%

bottles: 0.01%

Only 17.7% of the top-2 pairs contained
both shape and texture.

Source: Figure 3.

University of Central Florida
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Experiment 1 - VLM Cue Bias Analysis: LLM Processing Biases

For Each Possible Correct Answer, What Was the
Average Evaluation Confidence?

- texture
— shape
bear: 93.82%
plane: 6.50% 7
bottles: 0.01% 0.00 0.25 0.50 0.75 1.00
- Token Confidence
Source: Figure 3. (a) LLaVA—NeXT 7B
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Experiment 1 - VLM Cue Bias Analysis: LLM Processing Biases

For Each Possible Correct Answer, What Was the Average Evaluation Confidence?

- texture - texture - texture
—— shape —— shape — shape

bear: 93.82% B b _ 3
plane: 6.50% : : : ' ' ' l T T : - . : . .
0.00 025 050 075 1.00 0.00 025 050 075 1.00 0.00 025 050 0.75 1.00
hottles: 0.01% Token Confidence Token Confidence Token Confidence
(a) LLaVA—-NeXT 7B (b) InternVL-Chat 1.1 (c) MoE-LLaVA-Phi2

}

Source: Figure 3.
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Experiment 1 - VLM Cue Bias Analysis: LLM Processing Biases

ga1: plane!
ga2: plane!

©313: plane!
) 1: Cat!

2: Truck!
3: Cat!

Source: Figure 13.

University of Central Florida Page 32



jases

B

ing

LLM Process

IS

Analys

1asS

Experiment 1 - VLM Cue B

< «
- o

Adua3sisuo) Jou3

©
o

<
o

3.
o

0.0

I 00

Humans

0T uewny
60 UBWNH -
80 UewnH
[0 UewnH -
90 uewnH
G0 uewny

0 ueWnNH

€0 UBWNH -
Z0 uewny -
10 uewny

CLIP
0-Shot

0S-I19NS=d dITD 1.

xdgy®d8-dI1D-Z0VA3I
v T/+3-dI1D-20VA3
$1/6-dI1D-TOVA3
xd9gE®YT/1-LIA dITD

CLIP
IN-1k

Xd9gE®YT/1-LIA dI1D
v1/6-dI1D-TOVA3

IN-1k

9T/g-LIA

(Wwiy) ZST-19NsaY

(wwn) 05-19NS9Y

Instruct-VLMs

Ab-LdO
UOISIA 0dd IUlWs9
xmz.l_>..r_w>>o
mJ_n_-n_>.CW>>O

+2'T 1eYD-TAUIRY|

T'T 1eyD-TAUIRY|
IX-1-dMgIPNAsy|
8/-eUNdIA-d[1g1oNNsuy|
1eYD-ZNW3
GET-4HTY-VARTT
a/-4H1Y-VYART]

Z-1Ud-S T-VARTI-30W
UMD~ T-VARTI-30IW
W1219€15-S T-VARTT-30I
gre-LXaN-VART]

GE T-BUNDIA-LXON-VARTT
§/-RUNJIA-LXIN-VARTT
g€T-S'T-VART]
8L-ST-VYARTT

H
[
H "EEEETN

Y FEEEEEE
B I

i

|

m | . |
fAEEE EE'E BENEE

l

.
[oa I« o B o'a B o I a'a CNO @O+ oA w X c e Lo |
73734me.h73m7vaHMa.memﬂ
WT eTME 2L LA gL 483 AEEED
AN E®E2Q N TW I ch B, 035855
.1unxa_.}5LHUUD-haVVOGI\I\.I
« 7 839 E" Jx 3 S50 c T T8 o~ -
2582007 ESRI0GGE B0
fZEZangSSqgwWwd 8>3 32z o
LLXﬂVlVaaV 9 S ES OO = [T
- 9 L © ] - ® m S5 g © £ =z o
294 00334 B < 9 b w2
<z mguw ~ SLEGS o |& &
S 4 - g = < 14
T > iMM 9
= 5 e =
= =
SWIA-INA3SU) AT-NI
1%2)
~
— — — e
—
O O O -— =
2
S a kC i
M @ @© = -— O
— — — ®© 2 @© £
| - >
0, 0 00O 0O §
[9p]
— AN M~—AN™M
— — Sa—
o =DE ¢ -Bn © -
HE-daddad

Page 33

University of Central Florida



Experiment 1 - VLM Cue Bias Analysis: LLM Processing Biases

€92: plane!
ga3: plane!
1: Cat!

2: Truck!
3: Cat!

Source: Figure 13.

University of Central Florida
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Knowing that the LLM is what causes our bias to skew towards texture...

Can We Steer Models’ Bias
Towards Humans’ Bias
Through Language?




Methodology - Active Prompt Steering (Overview)

User

Shape-based
prompt

VLM

| Shape-based

University of Central Florida

Texture-based
prompt

Output

VLM

Texture-based
Output

Page 36



Methodology - Active Prompt Steering (Steps)

Set Target

Bias

University of Central Florida

Craft
Prompt

Present to
VLM

Evaluate

Refine
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Methodology - Image Captioning (Overview)

« Open-Ended Task: “Describe the image in a short sentence.”
« Challenge: Can mention shape, texture, both, or neither

« Mapping to Classes: Compare caption text to shape/texture labels

Source: Table 6.
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describe the image.

The image features a close-up of a tabby cat with a striking striped coat. The cat has golden-yellow
eyes, a white muzzle, and long, prominent whiskers. Its ears are perked up, and it appears to be
attentively staring at something in the distance. The background is blurred, with hints of brick and metal
structures, suggesting an outdoor or urban environment. The cat's fur exhibits the classic “M" marking
on its forehead, characteristic of tabby patterns. The overall lighting is natural, highlighting the texture

of the cat's fur.

Images prompted with o1

University of Central Florida

describe this image, keep it short

The image features a close-up of a tabby cat with distinctive dark stripes and golden eyes. The cat has

an alert expression with perked ears and long whiskers. The background is slightly blurred, showing an

outdoor setting with hints of brick and metal.

Describe the image. Be precise.

The image shows a close-up of a tabby cat with yellow-green eyes, standing outdoors. The cat has a
distinctive striped coat with dark and light brown patterns, along with a white muzzle and long white
whiskers. Its ears are pointed and alert, and its gaze is focused directly on the camera. The background
is blurred, featuring a mix of brick and metal elements, suggesting an urban or residential setting. The

cat appears healthy, with a sleek coat and a confident posture.
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Table 6: Exploration of alternative Image Captioning prompts.

Shape Accu- Avg. Generic
Prompt Bias [%] racy[%] Tokens Ratio %]
"Describe the image. Keep your 64.0 65.08 59.D 39.5
response short." (default)
"Describe the image." 63.6 68.25 202.9 46.8

"Describe the image. Be precise." 67.3 64.50 166.2 20.6
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Methodology - Image Captioning (Detailed Steps)

Image

University of Central Florida

Prompt

Output
(Caption)

Embedding
(LLM)

Final Class
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Best shape match: cat (score= )

Best texture match: rough skin (score=

Implied cue: SHAPE -
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Experiment 2: Prompt-Based Steering (Setup)

« Context: Building from Experiment 1's bias measurement

« Objective: Actively shift shape vs. texture reliance

“Which option best “Which option best «
. . Focus on the texture
describes the describes the ,
. , , or surface pattern...
image? shape?

Neutral Prompt Shape-Based Texture-Based
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Experiment 2: Steering Toward Shape & Texture (Process)

University of Central Florida

focus on shape

Cat

focus on texture

Elephant
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Experiment 2: Example Outputs (Shape vs. Texture)

University of Central Florida

describe the shape of the object in the image

Reasoned about object shape description for 5 seconds

It appears to be the silhouette of a cat lying down on its side. The ears are triangular and point upward

from the head, which is toward the left side of the image. The body is elongated, with the back legs and
tail tucked toward the right. The front legs extend forward, and you can make out a slightly curved
shape where the torso meets the hindquarters. Overall, it's a fairly typical “reclining cat” outline, though

the surface has a highly wrinkled, textured look.
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Experiment 2: Example Outputs (Shape vs. Texture)

describe the texture of the image

Reasoned about image texture for 6 seconds

The image has a highly wrinkled, almost leathery appearance, with numerous fine lines and folds

creating a layered pattern across the surface. It looks reminiscent of thick, crinkled skin, as if the material

were stretched and creased multiple times. Overall, the texture gives a somewhat rugged, elephant-skin-

like impression.
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Experiment 2: Steering Toward Shape & Texture (Results)

Fraction of 'texture' decisions

1 0.9 0.8 0.7 0.6 0.5 0.4 0.3 0.2 0.1 0
k | | | | | | | | 1 |
Gemini Pro Vision = o Texture-biased ® 82‘?% )
QwenVL-Max - @ Shape-biased ® 9
Neutral 85.5% 85.1%
LLaVA-NeXT-7B - w R .
Search 82.6% 852.8%
yms - Rt
InternVL-Chat 1.1 - x o @ = sp @
89.3% 86.8%
. o e
90.8% 89.8%
InternVL-Chat 1.2+ — « g+ J
| | I 1 1 | | I | 1 h
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Fraction of 'shape’ decisions

Source: Figure 4 from paper.
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Knowing that language can be used to steer towards shape cues...

What about other visual cues?




Low-Frequency- and High-Frequency-Biased Outputs

« Whatis it?

» slow and smooth vs fast and sharp changes in intensity.

from Week 2: Images in Frequency Domain
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Experiment 3 - Steering Towards Low-, High-Frequency-Biased Outputs

« Study the capacity of steering for other biases.
« What about low and high frequency components.
* Dataset:

« 1200 samples

16 ImageNet super classes

« Blend of HF and LF components
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Experiment 3 - Steering Towards Low-, High-Frequency-Biased Outputs

* Neutral prompt and Automated prompt search
» Default bias is LF Bias
« 2 Models were tested:

« LLaVA-NeXT 7B

* InternVL-Chat 1.1 19B

Source: Figure 9(b) from the paper.

_ LF: airplane bird
University of Central Florida HF: bottle boat Page 52



Experiment 3 - Steering Towards Low-, High-Frequency-Biased Outputs

* Did not significantly change Accuracy
« Two statistically significant changes in bias from steering.

* Note balance in bias among models.

Model Prompt Accuracy [%] LF Bias [%]

neutral
InternVL-Chat 1.1 search (max)
search (min)

neutral
LLaVA-NeXT 7B search (max)
search (min)

Source: Table 2.
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Comparing Results to Human Biases

* Models still lag behind human shape bias.
* 96% vs little over 70%

 Humans tend to have a low-frequency bias
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We will all work on these
asynchronously and meet on

Monday morning to finalize them




The Limitations of Steerability and the Study

« Steerability
* Vision steering affects model bias higher than Language steering
« Steering usually negatively affects accuracy
 Increasing Texture vs Shape bias
o Study
* Unexpected behavior (like refusal to answer)

* Unlimited alternative prompts
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Discussion and Other Limitations of the Study
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Strengths

» Paper opens the ability to change what aspects of an image a model focuses on without having to
retrain or rewrite the code unlike say a deep Neural Network.

» The ability to prompt steer can be applied to different LLMs, and non-technical people can take

advantage of this.
« Shows the flexible and versatile nature of LLMs to possibly perform many sort of computer vision

tasks or just deep learning tasks possibly involving audio or other media formats in the future.
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Weaknesses

» Using language prompts is not as precise as hard-coding different forms of bias

« Might not be as expandable to radically different LLM architectures

» Possibly beyond the scope of the paper, but could explore the influence of prompt steering on other
aspects beyond shape/texture bias.

« Could discuss other ways to do text/prompt steering in order to discuss the greater implications of this

paper. Right now for some readers, the wider implications could be lost.
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Conclusion

e Humans are biased shape over texture

e VLMs require more alignment towards human biases

e Vision encoders have a bias, but give cue-flexible tokens to the LLM
e LLMs drive most of the bias, can be steered through prompting

e \We Can Talk Models Into Seeing The World Differently!
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Future Work |Ideas

e This paper focused on VLM bias steerability through LLM prompts, but
more biases could be evaluated:

Color

Light Intensity

Spectral (amplitude vs. phase)
Spatial

Different Modalities

O O O O O
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