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Diffusion Models

 They are fundamentally different from other generative methods.

* They aim to decompose the image generation process (sampling)
in many small “denoising” steps.

 Model can correct itself over these small steps and gradually
produce a good sample

* Therefore, initially they were slower than GANs.

* They take the inlput image and gradually add Gaussian noise to it through a series
of steps. We will call this the forward process.

* Afterward, a neural network is trained to recover the original data by reversing
the noising process.

* By being able to model the reverse process, we can generate new data. This is the
so-called reverse process.

https://theaisummer.com/diffusion-models/
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Diffusion Applications

* [mage generation

* Text-to-image

* Super resolution

* Image editing

* Inpainting

* Image segmentation
* Video Generation
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1024 x 1024 samples generated from score-based models

O Copyright 2022 Yang Song. Powered by Jekyll with al-folio theme.
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Samples from the NCSNv2 ['¢] model. From left to right: FFHQ 256x256, LSUN bedroom 128x128, LSUN tower 128x128, LSUN
church_outdoor 96x96, and CelebA 64x64.

© Copyright 2022 Yang Song. Powered by Jekyll with al-folio theme.
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1024 x 1024 samples from a score-based model trained on the FFHQ dataset.

Some additional (uncurated) samples for other datasets (taken from this GitHub repo):

© Copyright 2022 Yang Song. Powered by Jekyll with al-folio theme.
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256 x 256 samples on LSUN bedroom.

© Copyright 2022 Yang Song. Powered by Jekyll with al-folio theme.
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256 x 256 samples on CelebA-HQ.
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Inpainting




' ICI < CENTER FOR RESEARCH
IN COMPUTER VISION

Image Colorization
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Image Colorizations

We can even colorize gray-scale portrays of famous people in history (Abraham Lincoln) with a time-dependent score-based model
trained on FFHQ. The image resolution is 1024 x 1024.



Stable Diffusion
High-Resolution Image Synthesis with Latent Diffusion Models
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Text-to-lmage

Text-to-Image Synthesis on LAION
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DreamBooth: Fine Tuning Text-to-Image Diffusion Models
for Subject-Driven Generation

Nataniel Ruiz!2, Yuanzhen Li', Varun J ampanil, Yael Pritch!, Michael Rubinstein', and Kfir Aberman!

L Google Research ~ 2Boston University
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A [V] vase buried
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A wet [V] backpack
in water

m water
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on a table
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Input images
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Expression moditication ("4 [state/ [ V] dog ™)

Input images

screaming



Input images Top view f Bottom view ¥ Side view =p Back view ¥\

[V] cat seen from the top [V] cat seen from the bottom  [V] cat seen from the side  [V] cat seen from the back



Input images

Witch Outfit Ironman Outfit

Purple Wizard Outfit Superman Outfit Police Outfit Angel Wings



Color modification (“4 [color] [V] car”)

!

red yellow blue
Hybrids (“A cross of a [V] dog and a [target species] ™)
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Video Generation: OpenAl Sora

Several giant wooly mammoths
approach treading through a snowy
meadow, their long wooly fur lightly
blows in the wind as they walk, snow
covered trees and dramatic snow
capped mountains in the distance,
mid afternoon light with wispy
clouds and a sun high in the distance
creates a warm glow, the low camera
view is stunning capturing the large
furry mammal with beautiful
photography, depth of field.

Source: https://openai.com/index/sora/
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Video Generation: Google Veo?2

A low-angle shot captures a flock of pink flamingos
gracefully wading in a lush, tranquil lagoon. The
vibrant pink of their plumage contrasts beautifully
with the verdant green of the surrounding vegetation
and the crystal-clear turquoise water. Sunlight glints
off the water's surface, creating shimmering
reflections that dance on the flamingos' feathers. The
birds' elegant, curved necks are submerged as they
walk through the shallow water, their movements
creating gentle ripples that spread across the lagoon.
The composition emphasizes the serenity and natural
beauty of the scene, highlighting the delicate balance
of the ecosystem and the inherent grace of these
magnificent birds. The soft, diffused light of early
morning bathes the entire scene in a warm, ethereal
glow.

Source: https://blog.google/technology/google-labs/video-image-generation-update-december-2024/
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More Videos

https://x.com/minchoi

https://x.com/EHuanglu
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High-level overview

 Diffusion models are probabilistic models used for image generation
* They involve reversing the process of gradually degrading the data

* Consist of two processes:

» The forward process: data is progressively destroyed by adding noise across
multiple time steps

» The reverse process: using a neural network, noise is sequentially removed
to obtain the original data

A

reverse

Data distribution

ueissneo pJepuels




High-level overview

* Three categories:

» Denoising Diffusion Probabilistic Models (DDPM)
» Noise Conditioned Score Networks (NCSN)

» Stochastic Differential Equations (SDE)
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Notations

q(x) - data distribution

N (x; u, o - 1) - Gaussian distribution

ST

Random Variable (image) Mean Vector  Covariance matrix. I is the identity matrix

/ = u+ o-z,z~N(0,I)

Sample from this distribution



Denoising Diffusion Probabilistic Models (DDPMs)

Forward process

xp~N(0,1)

2/9/2025
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Denoising Diffusion Probabilistic Models (DDPMs)

Xo~q(x) ‘ Reverse process xr~N(0,1)
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Denoising Diffusion Probabilistic Models (DDPMs)

Forward process (Iterative) The image is

q(xe|xi—1) = N(xpspp, = V1 — Bixe—1, 5 = BI) Bk 1,t=1,T mmm) | replaced with

noise
Xt — v/ 1 —Bixy—q + \@Et—l €—1 ™ N(Oal)

T
How do we go from x, to x;?
g 0 t Q(Xl:T|X0) = H Q(Xt|xt—1)
i—1
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Denoising Diffusion Probabilistic Models (DDPMs)

Forward process. Ancestral sampling (One Shot)

Can we go directly in one shot from x to x;?
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Re-parameterization Trick

X = 1— Bixp—1 + \/Etﬁt—l e—1 ~ N(0,1I)

X =1 — Bexp—1 + \@Et—l
VairXi— + V1 — o€

— vV aitXO + \ 1 — &tE[]

— t
oy — 1 — /Bta ap — HS:U Qg where €py ey €g—0,€—1 N(O, I)

x; ~ q(X¢|X0) = N (%45 v/@uXo, (1 — @)I)
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DDPMs. Training

Po(Xi—1|X:) = N(Xt—ﬂ Mo(Xe, 1), Bg(xy,t))

- . K AS 1|w .

Reverse diffusion process. Image modified by Ho et al. 2020
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DDPMs. Training objective

Remember that:

q(xe-11xe) = pg(xe-1lxe) = N(xt—l
Reverse process %,

A4

Neural network
weights

Approximated by
a neural network
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DDPMs. Training objective

Simplification:

Reverse process

a(xe—1lxt) = po(xp_qlx) = N(xt—l Utzl)

Fix the variance instead of learning, and predict/learn the mean

2/9/2025

AN

Neural network
weights

Approximated by
a neural network
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DDPMs. Training objective

UNet-like neural network

— 8 l. > ue(xe,t)
t

~ N(xt—li Ho (xtl t), O-tz I)
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U_Net 128 64 B4 2
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U-net: Convolutional networks for biomedical image segmentation
O Ronneberger, P Fischer, T Brox - Munich, Germany, October 5-9, MICCAI, 201 — Springe: Cited by 100914

2/9/2025 Lecture-10-Diffusion-Models- Introduction-Part-I 46


https://link.springer.com/chapter/10.1007/978-3-319-24574-4_28
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= conv 3x3, RelLU
= copy and crop
& max pool 2x2
4 up-conv 2x2
wmp COMY 1x1
47
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ISBI cell tracking challenge 2015

Glioblastoma-astrocytoma U373 cells on a
polyacrylimide substrate
Phase contrast microscopy

Cyan: segmentation by u-net
Yellow borders: our manual ground truth
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ISBI cell tracking challenge: DIC-Hela

dataset 02, frame 26

- o . »
-, r oot
A

o

o CETTIN
Our Results: 77.6%, 2nd: 46.0%

4
-

Data provided by Dr. Ger

e




DDPMs. Training Objective
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'ﬁ Attention and Transformers
:/.

Cross Entropy and KL (Kullback-Leibler) divergence

* Entropy: E(P) = - Z;P(i)logP(i)
» Cross Entropy: C(P) = - Z.P(i) log Q(i)
« KL divergence: D, (P || Q) = ZP(i)log[P(i)/Q(i)] = Z,P(i)[logP(i) — logQ(i)]

Slides from Ming Li, University of Waterloo, CS 886 Deep Learning and NLP
L JOX J@)



DDPMs. Training Objective

mgln IIExo”CI(xo)

2/9/2025

~1ogpp (g x,) @ﬂxo)ﬂpe(xr)) Z@m, xO)II@
i t=2 |

This term can be ignored because pg (x7) is N (0, 1)
and does not depend on 6.

At each time step t, pg(x;_1|x;) is as close
as possible to the true probability of the
forward process when conditioned on the
original image.

Lecture-10-Diffusion-Models- Introduction-Part-I 53




DDPMs. Training Objective. Simplifications

T
mein Exo~q(xo) | —108Po (Xolx1) + ZKL(CI(Xt—ﬂxt; xo)|Ipe (xe—1lxe))
t=2

 The first term measures the reconstruction error and can be addressed
with an independent decoder.

* The KL divergences of 2 gaussians is L2 distance between their means

 DDPMs paper introduced two simplifications that led to a much simple

objective that is based on the noise in the image.



DDPMs. Training Objective. Simplifications

T
mein Exo~q(xo) | —108Po (Xolx1) + ZKL(CI(Xt—ﬂxt; xo)|Ipe (xe—1lxe))

t=2
Notations:
~ = t
q(xe—1lxs x0) = N(xt—li a(xt, xo):ﬁtl) 5
Bt = @i
1 1 — « i=1
fA(xe, x0) = — [ x¢ — L2\, 2 ~N(0,1) ar=1—p¢
Va; :
1P
s 1P
B = - Pt

1-



DDPMs. Training Objective. Simplifications

T
mein Exo~p(xo) |~ 108 Do (xolx1) + ZKL(p(xt—llxt; xo)|Ipe (xe—11xc))

Tractable posterior:

a(xe—1lxe, %) = N(xt—li f(xe, xo):ﬁtl)
\

o 1 1 - at
f(xe,x0) = — [ x¢ — z¢ \,2e ~N(0,1)

L -4
to (x¢, x0) 2 X 1_atz(xt)
0\ Xt, Xo) = t — AC Y
V‘“( 1= >

t=2

_/

pe

1z — 2o Cxe, )3

- KL(q(xt_ll.Xt; x())llp@(xt—llxt)) = ]EZt ~N(0,I) [

20,:2at(1 — Bt)

Notations:

t

,Bt = 4]
1

a, =1 ~ Bt

=~ 1-=p
t -_ A
1—p;



DDPMs. Training Objective. Simplifications

mein Ex ~p(xo) —log pg (x¢lx1) + KL(p(x¢e—1lxe, x0)|lpo(xe—11x¢))

t=2
Notations:
~ ~ t
p(xe—1lxe, x9) = N(xt—1i faxe, xo):ﬂtl) 5
pr = o
. 1 1 - at \ i:1
A(xe, x0) = N Xt — Z¢ \,z¢ ~N(0,1) ar =1 N Bt
Ve - 1B
t t — ~ 'ﬁt
1-p
1 1 - at t
po(xp, x9) = — [ x¢ — Zg(Xx¢, t) > =
VT :
1-p;
lgnored
_
= KL(q(x¢-1lx¢, x0)||P9(xt—1|xt)) = Ez ~nooD | > IBtZ =—|llz: — zg (xt, t)”%
207 (1 — Bt)
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DDPMs. Training Algorithm

T
1
min Tz Exo~qCxo)ze~ (o0 12e — 2o (xe, D13

\t=1

~

Lsimple

Training algorithm:

- Repeat

xo~q(xo)
t~UuU1,..,T}H
z;~N(0,1)

Xt = \/E‘xo‘F / 1— B,z

=0 —Ir - V@’Csimple

- Until convergence



DDPMs. Training Algorithm

T
1
min TZ Exo~qCeo)ze~no,0) 12 — 2o (xe, O3
= - Y t
B = H“i

Lsimple
i=1
Training algorithm:
- Repeat
xo~q(xg) %We sample an image from our data set
t~U{1,...,T})  %choose randomly a time step t of the forward process
zZ;~N(0,1) %sample the noise z_t
X = /,BAt “Xo + / 1- ,E’t Zy % Get noisy image
0=0 —1Ir - VoLsmpie %Update neural network weights

- Until convergence
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DDPMs. Sampling

Zg(Xx¢, t)
t

e Pass the current noisy image along with t to the neural network

ll

* With the resultant zy compute the mean of the gaussian distribution

2/9/2025 Lecture-10-Diffusion-Models- Introduction-Part-I 61



DDPMs. Sampling

Ho (xt' t)

2/9/2025
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2/9/2025

Algorithm 2 Sampling

l: xr ~ N(0,1)

2. fort=1T,...,1do

3: z~N(0,I)ift > 1,elsez=0

4: x4_1 = v{,; (xt — %Eg(xt,t)) + 04z
5: end for

6: return xg

Lecture-10-Diffusion-Models- Introduction-Part-I
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