CAP6412
Advanced Computer Vision

Mubarak Shah
shah@crcv.ucf.edu
HEC-245

Lecture-11: Diffusion Models-Introduction Part-Ii



| I( : CENTER FOR RESEARCH
IN COMPUTER VISION

Generative Al (Computer Vision)

* Text
e Large Language Models (LLM)

* Generate/Predict the next word
* Auto-regressive

* Visual Language Models (VLM)/Large Multimodal Models (LMM)

* Images
* DALL-E

* Auto-regressive model for image Generation

* Diffusion Models
* Generate Images, Videos, audio, ...



Video Generation

https://x.com/minchoi

https://x.com/EHuanglu
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High-level overview

 Diffusion models are probabilistic models used for image generation
* They involve reversing the process of gradually degrading the data

* Consist of two processes:

» The forward process: data is progressively destroyed by adding noise across
multiple time steps

» The reverse process: using a neural network, noise is sequentially removed
to obtain the original data

A

reverse

Data distribution
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Denoising Diffusion Probabilistic Models (DDPMs)

Forward process

Xo~q(x) xp~N(0,1)

2/12/2025 Lecture-11-Diffusion-Models- Introduction-Part-lIl|




Denoising Diffusion Probabilistic Models (DDPMs)

Xo~q(x) ‘ Reverse process xr~N(0,1)
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DDPMs. Training Algorithm

T
1
min Tz Exo~qCxo)ze~ (o0 12e — 2o (xe, D13

\t=1

~

Lsimple

Training algorithm:

- Repeat

xo~q(xo)
t~UuU1,..,T}H
z;~N(0,1)

Xt = \/E‘xo‘F / 1— B,z

=0 —Ir - V@’Csimple

- Until convergence



DDPMs. Training Algorithm

2/12/2025

T
1
min TZ Exo~qCxo)ze~ (o0 12e — 2o (xe, D13

\t=1

/ :

\/ B = l_[ai

Lsimple
i=1
Training algorithm:
- Repeat
xo~q(xg) %We sample an image from our data set
t~U{1,...,T})  %choose randomly a time step t of the forward process
zZ;~N(0,1) %sample the noise z_t
X = /,BAt “Xo + / 1- ,E’t Zy % Get noisy image
0=0 —1Ir - VoLsmpie %Update neural network weights
- Until convergence
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DDPMs. Training objective

UNet-like neural network

— 8 l. > ue(xe,t)
t

~ N(xt—li Ho (xtl t), O-tz I)

2/12/2025 ng%u_rei-11-Diffusion-l\/|ode|s- Introduction-Part-II

10



2/12/2025

Algorithm 2 Sampling

l: xr ~ N(0,1)

2. fort=1T,...,1do

3: z~N(0,I)ift > 1,elsez=0

4: x4_1 = v{,; (xt — %Eg(xt,t)) + 04z
5: end for

6: return xg

Lecture-11-Diffusion-Models- Introduction-Part-II
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Score Function: Second Formulation of Diffusion Models

V. logp(x)
Score-matching refers to the process of modeling
the gradient of the log probability density function,
also known as the score function.
Langevin dynamics is an iterative process that can
draw samples from a distribution using only its
score function.

)4
X; = Xj_1 + va logp(x) + /Yy - w;

Direction we need to change the input x such that the
density becomes greater

e Mixture of two Gaussians in 2D
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Naive score-based model

e Score: gradient of the logarithm of the probability density with respect to the input

Vyxlogp(x)

* Langevin dynamics (draw samples from a distribution using
only its score function).

)4
Xi = Xj—1+ va logp(x))+ \¥( w;

Step size — controls the magnitude of the update in the direction of the score

Score — estimated by the score network

Noise — random gaussian noise N(O, 1)



Naive score-based model

* The score is approximated with a neural network

* Score network is trained using score matching
[Ex~p(x)”59 (x) — V, logp(x)”%

» After training:
S (X) ~ vx logp (x)



Using Langevin dynamics to sample from a mixture of two Gaussians
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Data samples Scores New samples
{xlz X2, :XN} 1}‘51 p(x) SQ(X) ~ Vx logp(X)

Score-based generative modeling with score matching + Langevin dynamics. Source: Generative
Modeling by Estimating Gradients of the Data Distribution
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Naive score-based model. Problems

* Manifold hypothesis: real data resides on low dimensional manifolds
* The score is undefined outside these low dimensional manifolds

e Data being concentrated in regions results in further issues:
»Incorrectly estimating the score within the low-density regions

»Langevin dynamics never converging to the high-density region

Credit images Yang Song: https://yangsong.net/blog/2021/score/



https://yangsong.net/blog/2021/score/

Naive score-based model. Problems

Estimated scores
Data scores

Data density

2/12/2025 Lecture-11-Diffusion-Models- Introduction-Part-II 19
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Noise Perturbation

Perturbed density

2/12/2025

Perturbed scores
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Estimated scores
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Noise Conditioned Score Network (NCSNs)

e Solution:
» Perturb the data with random Gaussian noise at different scales
» Learn score estimations noisy distributions via a single score network

N7 e e,

01 < g2 < = 03

ESTX 4

o ST .

B
L5 i
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Noise Conditioned Score Network (NCSNs)

e Solution:
» Perturb the data with random Gaussian noise at different scales
» Learn score estimations noisy distributions via a single score network

Perturbina an imaae with multinle scales of Gaussian noise.

L
> AG)Ey, [l Vx log po (x) — sa(x,4)]3];

=1
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Annealed Langevin dynamics
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Annealed Langevin dynamics

CIFAR-10 Celeb-A
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Noise Conditioned Score Network (NCSNs)

* Given a sequence of Gaussian noise scales 0, < 0, < - - <07 such that:

o Approximating the true data distribution

O pO'T(x) ~ N(O’ I)
o Almost equally with the standard gaussian distribution.

* And the forward process i.e. noise perturbation given by:

2
1 -1 [(x; —x
x:| ) = N(xp:x, 07 - 1) = cexp| — -
pO't( tl ) (t t ) O't-\/% p<2 < O_t >>

 The gradient can be written as:
Xt — X
th logpat(xtl x) - = 2
O¢




Noise Conditioned Score Network (NCSNs)

* Training the NCSN with denoising score matching, the following objective is minimized:

2
xt — X

Se (xtr O-t) + 2
o

T
1
Lasm = 72 Ep @) Epg, (eel)
t=1 2



Algorithm 1 Training Noise Conditional Score Networks (NCSN) with Denois-
ing Score Matching

Require: Dataset D, noise levels {o1,09,...,0r}, number of epochs T', batch
size N, learning rate «

1: Initialize score network model sy(x, o) according to N (0, I)
2: for epoch =1,2,...,7 do

3: for each mini-batch {x;}¥_ , sampled from D do
4: Sample o uniformly from {oy,09,...,0L}
5: for i =1 to N do
6: Sample noise ¢; ~ N(0, 0%1)
7 Generate noisy sample: z; < x; + €;
8: Compute model score: sy(Z;,0)
9: Compute ground truth score: —50_2““ =—=
10: end for
11: Compute DSM loss:
N 2
o - g 3 otsu - (-5
12: Update parameters:

6 <« 0 — CEVQL:DSM

13: end for
14: end for

15: return Trained model 99@5 O’}
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Algorithm 1 Training Noise Conditional Score Networks (NCSN) with Denois-
ing Score Matching

Require: Dataset D, noise levels {o1,09,...,0r}, number of epochs T', batch
size N, learning rate «

1: Initialize score network model sy(x, o) according to N (0, I)
2: for epoch =1,2,...,7T do

3:
4:
5

10:
11:

12:

13:
14:
15:

for each mini-batch {z;}?, sampled from D do
Sample o uniformly from {oy,092,...,0L}

for i =1 to N do
Sample noise ¢; ~ N(0,02I)
Generate noisy sample: ¥; < x; + €;
Compute model score: sg(Z;,0)
Compute ground truth score: —‘E"é;;”‘*' = —=%
end for

Compute DSM loss:

N
cosu =5y 3 [sono) - (- 53)]
DSIL-I—QNTZZZL So\Li, O 2/ 15

Update parameters:
6« 0 — CEVQL:DSM

end for
end for
return Trained modeQegtéj(%’lé-lj)jffusion—l\/lodels— Introduction-Part-Il
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Noise Conditioned Score Network (NCSNs). Sampling

Annealed Langevin dynamics
Parameters:
N — number of iterations for Langevin dynamics

0p < 01 < ...<0r - noise scales
{v¢| t = 1,T} - update magnitude

Algorithm:

x2 ~N(0,1)
fort=T,1do:
fori=1,N do:
Zt"’N(O, I)
. . v .
xt = xi 1 + ;t csg(xf71, 01) + ez
x?—1 = xév
return x,



Noise Conditioned Score Network (NCSNs). Sampling

Annealed Langevin dynamics
Parameters:
N — number of iterations for Langevin dynamics

09 < 01 < .. <07 - noise scales
{v¢lt = 1,T} - update magnitude

Algorithm:
x2 ~N(0,1); %sample some standard gaussian noise
fort=T,1 do: %start from the largest noise scale, which is denoted by the time step
fori =1, N do: %for N iterations execute the Langevin dynamics updates
z;~N(0,1) % get noise
A A N i—1
X¢ = X¢ S 56 (xt ,at) + \VeZt % update
x,?_l = xév % next iteration

return x,



Similarities of DDPM vs NCSN. Losses

1
DDPM: Lgimpte = 7 Xi=1 Exgmpro)ze~avoD) 1176 (e, £) — 213

X+ — X
Se(xt;o't) + tO.Z OH
t

1
NCSN: Lgem = T Zzzl/l(o-t)[Ex0~P(xo), Xt~Po, (Xt]X0)

We can rewrite the noise z;, as follows:

X+ —X
xe ~ N (x5 x9,02]) = xp = x9 + 04 - 24, 2 ~N(0,]1) > z,= ta >
t

. . . —Z
* So, sg(x;, 0;) learns to approximate a scaled negative noise G—tt




DDPM vs NCSN. Sampling

1

1—-«a
DDPM: Xt 1 = \/?t <xt - ﬁ Ze(xt; t)) + V ﬁt " Zt
1-Bt

* lterative updates are based on subtracting some form of noise from the noisy image.

NCSN: x} = x}71 + % cso(xf o) + Ve Z

* This is true also for NCSN because sg (x,f‘l, at) approximates the negative of the noise.

- Z@ (xtr t) ”%

T
r 12 E L E ( )+ Xy — X 2 1 T
= — sg(xs, 0 :
dsm T £ p(x) Tpg, (xe|x) |[°O\ A Ot O.tZ , meln Tz Ex0~p(xo),zt~N(0,I) | A
- t=1
1% ?
xt — X
Lasm = _z IE:p(x)IEpa (x¢]x) ||S6 (X, 0¢) — (— 5—) \/
T — t O¢ 2 Lsimple

* Therefore, the generative processes defined by NCSN and DDPM are very similar.
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Conditional Generation

 So far, we have discussed unconditioned generation

* Conditional generation
* Class Condition
e Text Condition
* Image Condition



Conditional generation.

Diffusion models estimate the score function, V, log p.(x,) to sample from a distribution p(x).

Sampling from p(x|y) requires the score function of this probability density, V., log p;(x,|y) ; y is condition.

Solution 1. Conditional training: train the model with an additional input y to estimate V,, log p,(x.|y).

) so(xe, t,y) ~

Vi, log pe(xcly)

2/12/2025 y Lecture-11-Diffusion-Models- Introduction-Part-Il
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Conditional generation. Classifier Guidance

Diffusion models estimate the score function, V,,log p:(x;) to sample from a distribution p(x).

Sampling from p(x|y) requires the score function of this probability density, V,, log p:(x:|y) .

Solution 2. Classifier guidance:

Bayes rule:
pe(ylx,) - pe(xt)
pe(xely) = =
Lt p:(y)
Logarithm:
log pr(x¢|y) = logp:(y|x;) + logp(x,) — logp(y) <
Gradient:

Ve logpe(x¢|ly) = Vi, logp(ylxe) + Vi, logpe(xe) — Vi, logp(y) &

Vi, log pe(x;)

Unconditional diffusion model

2/12/2025 CIQ@&ﬁJ@[l—Diffusion— Models- Introduction-Part-TI
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Conditional generation. Classifier Guidance

Solution 2. Classifier guidance:

Guidance weight
Vx, logpe(xe|y) 2@-{3&1;9 P:(¥Ixe) + Vy, log pe(xe)

PERAY @RI
BrEe Qron
el AR

s =10

Hamster

2/12/2025 Lecture-11-Diffusion-Models- Introduction-Part-I|
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Problem

* Need to have good gradients estimates at each step of denoising process
* Need a classifier that is robust to noise added in the image.

* Training of the classifier on noisy data, which can be problematic..



Conditional generation. Classifier-free Guidance

Solution 3. Classifier-free guidance

Ve, logpe(xely) = s - Ve logpe(ylxe) + Vi, log pe(xt)

Bayes rule:
pe(xely) - pe(y)

pe(Xt)

pe(ylx,) =

Logarithm:
logp:(y|x:) = logpe(x¢|ly) — logpe(x¢) + logpe(y)

Gradient
Ve, log e (Ylxe) = Vi, log pe(x¢|y) — Vi, log pe(xt)

from above Vy log pe(x¢|y) = s '+ Vx, log pe(xt)

Ve, log pe(xtly) = s <(Vy, log pe(xely) — Vi, logpe (x£)) + Vi, log pe ()

2/12/2025 Lecture-11-Diffusion-ModleJs- Introdu n Part
earned y a smgle model
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Conditional generation. Classifier-free Guidance

I:> Se(xe, 6,y )

~ pe(xely)

2/12/2025 Lecture-11-Diffusion-Models- Introduction-Part-I| 40



Conditional generation. Classifier-free Guidance

> sl t,y/0)~

pe(xt|y) /e (x¢10)
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