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Contrastive Language Image Pre-training (CLIP)

● Mechanism for natural language supervision

● Pair an image with it’s caption using contrastive learning

● Beats fully supervised learning baseline on many datasets

● Can be used as a zero-shot classifier 



What is Contrastive Learning?



Contrastive Learning Objective - similar (image, text) pair
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Contrastive Learning Objective - dissimilar (image, text) pair
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CLIP Pre-training

1. Encode batch of text samples

2. Encode batch of image samples

3. Maximize cosine similarity between 
correct matches



Computing Loss = cosine similarities vector for i-th image sample  

= cosine similarities vector  for i-th text sample

= cross entropy loss

= one-hot encoded label  vector for the i-th image sample

=one-hot encoded  label for the i-th text sample

• Cross Entropy: C(P) = - ΣiP(i) log Q(i) 
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Supervised Classification 



Supervised Learning vs Zero Shot Learning

SUPERVISED LEARNING

● Labeled data

ZERO SHOT LEARNING

● Data can be labeled/unlabeled

● Training phase

● Final prediction on labeled data

● No training

● Accuracy on the final results



Motivation

● Image classification models are limited:
○ Fixed number of labels
○ Generalization

● CLIP overcomes these limitations.



What is Zero-Shot Learning?

● To train on one dataset and 
generalizing on unseen 
categories.



CLIP for Zero-Shot Image Classificaiton



WebImageText Dataset

- Previous datasets did not have enough natural language descriptions (YFCC100M)

- Authors searched for (image, text) pairs which contained one of 500,000 text queries

- Motivation for using natural language is the vast amounts of data

WebImageText (WIT)

400M (image,text) pairs

Up to 20,000 pairs per query

- Used for pre-training CLIP



CLIP Architecture
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Some CLIP details

Training
- Trained on 400M image-text pairs from the internet
- Batch size of 32,768
- 32 epochs over the dataset
- Cosine learning rate decay

Architecture
- ResNet-based orViT-based image encoder
- Transformer-based text encoder



Testing

- Linear Probe

- Zero-shot Prediction



Linear Probe CLIP

- Train a linear classifier on another dataset using CLIP features



Kornblith et al.'s 12 datasets



Extended 27 Datasets



Results - Efficiency - Kornblith

● Kornblith 12 dataset evaluation suite, standard for most works

● CLIP’s ResNet based model underperforms EfficientNet

● ViT based CLIP outperforms everything



Results - Efficiency - Extended

● On the extended testing suite, both CLIP 

versions outperform all other models

● Performance gap increases with 

GFLOPS



Zero-Shot



Contrastive Language Image Pre-training (CLIP)



Results - Accuracy

● Zero-shot CLIP using ResNet50 backbone is compared to off the shelf ResNet50

● CLIP outperforms on a wide variety of popular datasets

● For video, a single frame was sampled 



Results - Accuracy

● Underperforms on many other datasets

● Mostly on specialized/complex datasets

● EuroSAT for satellite images, Tumor classification

● Makes intuitive sense, Zero-shot CLIP is highly generalized

● Not suited for hyper specific tasks unless fine-tuned



Zero-shot CLIP is much more robust



Results - Low-Shot

● CLIP scales well

● Linear-Probe CLIP climbs

● ResNet and other methods flatten

● Zero-Shot CLIP outperforms all non-
CLIP methods up until 16 shot



Self-Supervised Learning: SimCLR



Self-Supervised Learning: MAE (Masked Auto-Encoder)



CLIP & Variants
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