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Abstract

Large Vision-Language Model (LVLM) has en-
hanced the performance of various downstream
tasks in visual-language understanding. Most
existing approaches encode images and videos
into separate feature spaces, which are then fed
as inputs to large language models. However,
due to the lack of unified tokenization for im-
ages and videos, namely misalignment before
projection, it becomes challenging for a Large
Language Model (LLM) to learn multi-modal
interactions from several poor projection layers.
In this work, we unify visual representation
into the language feature space to advance the
foundational LLM towards a unified LVLM.
As a result, we establish a simple but robust
LVLM baseline, Video-LLaVA, which learns
from a mixed dataset of images and videos,
mutually enhancing each other. As a result,
Video-LLaVA outperforms Video-ChatGPT by
5.8%,9.9%, 18.6%, and 10.1% on MSRVTT,
MSVD, TGIF, and ActivityNet, respectively.
Additionally, our Video-LLaVA also achieves
superior performances on a broad range of 9
image benchmarks. Notably, extensive experi-
ments demonstrate that Video-LLaVA mutually
benefits images and videos within a unified vi-
sual representation, outperforming models de-
signed specifically for images or videos. We
aim for this work to provide modest insights
into the multi-modal inputs for the LLM.

1 Introduction
Recently, LLMs have gained rapid popularity in the

Al community, such as GPT-3.5, GPT-4 (OpenAl,
2023), PaLM (Bi et al., 2020; Anil et al., 2023),

and BLOOM (Scao et al., 2022). They rely on
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Figure 1: Comparing Different LVLM Paradigms.
Video-LLaVA aligns images and videos before projec-
tion, allowing LLM to learn from a unified visual rep-
resentation and endowing LLM with the ability to com-
prehend both images and videos simultaneously.

works (Ye et al., 2023; Zhu et al., 2023b; Alayrac
et al., 2022) have mapped images into text-like to-
kens, enabling LLMs 1o emerge with the ability to
comprehend images. Despite their effectiveness,
empowering LLMs to understand videos is more
challenging than image-only comprehension tasks.
Nevertheless, recent work (Maaz et al., 2023, Li
et al., 2023¢; Zhang et al., 2023a) has made initial
strides in enabling interactions between video and
language.

However, most current LVLMs (Li et al., 2023b;
Dai et al., 2023; Luo et al., 2023; Li et al., 2023a;
Yin et al, 2023; Fu et al., 2023) can primar-
ily handle a single visual modality, either image-
language or video-language. We compare dif-
ferent LVLM paradigms as shown in Figure 1,
where VideoChat (Li et al., 2023¢) and Video-
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Presentation Notes
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Presenter Notes
Presentation Notes
To motivate our work, it is important to understand the various training pardigms that VLM undergo.

We'll begin by examining simpler LVLMs like MiniGPT-4, InstructionBLIP, and LLaVA. These models are designed solely for images. They take an image paired with encoded text, pass the image through an encoder and projection layer to align the sequence input for an LLM. Subsequently, both the encoded image and text are inputted into an LLM fine-tuned for their intended task.


.

LVLM Paradigms

* Video ChatGPT (Video Only)

LLM

Projection

Video
Encoder

|

Video Text

Lecture-8-Video LLaVA&Shikra


Presenter Notes
Presentation Notes
Another paradigm involves LVLMs specialized in videos, exemplified by models like VideoChatGPT. This model exclusively processes videos, where a video paired with corresponding text undergoes video encoding followed by projection through a projection layer. Subsequently, the projected video and encoded text are simultaneously fed into an LLM.
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Presenter Notes
Presentation Notes
Now, our attention turns to videos, yet some paradigms continue to incorporate images as part of visual learning. This is exemplified by models like VideoChat and Video-LLaMA, which utilize both images and videos to fine-tune their LLMs.

Both an image and a video are fed into a shared visual encoder, projected through a projection layer, and, of course, accompanied by encoded text to an LLM
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Presenter Notes
Presentation Notes
Similar to the previous paradigm of learning through images and videos, other VLMs like Macaw-LLM and X-LLM follow a similar procedure but choose to use separate image and video encoders.

Here's how it works: for input, they receive an image, a video, and text. The image undergoes encoding through its dedicated encoder, while the video is processed through its own encoder separately. Both are even projected individually. Finally, they are combined with text and fed into an LLM.
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%/Iodel Architecture

Yes, the image and the video are depicting the same place. The video shows
the statue of liberty from different angles, while the image shows a close-up
of the statue. Both the video and the image capture the beauty and grandeur

of the statue of liberty.

S
7 © il
Large Language Model g
o _ Vicuna v1.5
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Q‘, Share Projection  fp Word Embedding Layer fw
Encoder Zoo f
LanguageBind i

Are the image and the video
depicting the same place?

Lecture-8-Video LLaVA&Shikra 1


Presenter Notes
Presentation Notes
Now let us go over Video-LLaVA's model architecture. We start with an image and a corresponding video, in our case it is an image of the statue of liberty and a video about it. 

The Image and Video inputs are fed into a LanguageBind model which encodes all modalities into the textual feature space. The rationale behind this approach is to ensure alignment with text for all inputs, as they will ultimately be processed by an LLM. 

A difference between language bind and image bind is that image bind uses the same encoder for images and video while language bind has separate encoders for each modality. 

After combining the image, video, and text inputs, the output is directed through a shared projection layer to consolidate the visual representation for the LLM, yielding visual tokens. Simultaneously, the original textual input undergoes tokenization and embedding as it passes through a word embedding layer.

The visual and textual tokens are finally passed into an LLM, which is a Vicuna v1.5 in this case, and we achieve our output to the text query we passed. The query was "Are the image and the video depicting the same place?" And the prediction is "Yes, the image and video are depicting the same place. Etc." 
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Training Pipeline: Overview
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Presenter Notes
Presentation Notes
Image understanding
- Only shared projection layer is fine-tuned using image captioning

Instruction tuning
- Both the projection layer and the LLM are fine tuned with pairs of question and answer


Stage 1: Image/Video Understanding - Dataset

Image dataset: CC-595K (LLaVA)
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Stage 1: Video/Image Understanding - Training
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Stage 2: Instruction Tuning - Dataset

Image dataset: LLaVA-Mixed (LLaVA 1.5) Video dataset: Video-ChatGPT

SG40k
(40K pairs)
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(200K videos)
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(83K pairs)

TextCaps
(22K pairs)
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Stage 2: Instruction Tuning - Training
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Results

Lecture-8-Video LLaVA&Shikra

19



Zero-Shot Image Question-Answering

Image Question Answering

Methods LIL.M Res. VOA” GOA VisWiz SQA! VQAT
MiniGPT-4 LLaMA-7B 224 - 30.8 47.5 254 19.4
IDEFICS-9B LLaMA-7B 224 50.9 38.4 35.5 - 25.9
mPLUG-Owl LLaMA-7B 224 - 14.0 39.0 2.8 358.8
Otter LLaMA-7TB 224 - 38.1 50.0 27.2 21.2
InstructBLIP | Vicuna-7B 224 - 49.2 34.5 60.5 50.1
Video-LLaVA | Vicuna-7B 224 | 17477 603" 48.1 66.4 51.8

* denotes that there is some overlap in the training data.

Lecture-8-Video LLaVA&Shikra
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e Claim: Demonstrates strong understanding ability in natural visual
environments.




B
Image Benchmark Toolkits

Benchmark Toolkit

Methods LLM ReS- bOPE MMB  LLaVAY MM-Vet
MiniGPT-4  LLaMA-7B 224 - 230 i 22.1
IDEFICS-9B LLaMA-7B 224 - 482

mPLUG-Owl LLaMA-7B 224 -  46.6 i :
Otter LLaMA-7B 224 - 326 i 24.6
InstructBLIP  Vicuna-7B 224 - 36.0 60.9 26.2
Video-LLaVA Vicuna-7B 224 844 609  73.1 32.0

 POPE: polling based, for better evaluation of object hallucination.
 MMB: convert free-form predictions into pre-defined choices.

e [LaVAMW: challenging tasks and generalizability to novel domains.
e MM-Vet: complicated multimodal tasks.

Lecture-8-Video LLaVA&Shikra 21


Presenter Notes
Presentation Notes
Explain mmb llavaw, etc


Object hallucination and POPE method

o« Random: any absent objects
o Popular: k most popular absent objects
o Adversarial: k absent objects most associated with present

Instruction-based evaluation

of the given image.

{ Provide a detailed description ]

Li et. al., Evaluating Object Hallucination in Large Vision-Language Models, EMNLP 2023



Presenter Notes
Presentation Notes
Evaluated on a yes or no answer


POPE

i’ ™
Ground-truth objects i Nonexistent objects k
Random: dog, apple, ...
person, chair, umbrella, | Negative | -
sand, sea, ... sampling " | | Popular: table, knife, ...
Adversarial: surfboard, ...
e = o — )
S S — b i
( Polling questions |
I'l Q: Is there a person in the image? Q: Is there a dog in the image? :
: | A: Yes. : A: No. I
i | Q: Is there a chair in the image? Q: Is there a table in the image? I
I | A: Yes. A: No. :
: Q: Is there an umbrella in the image? Q: Is there a surfboard in the image? |
\ LA: Yes. _A:No. l

The smaller the value, the better the performance of the model.

Lecture-8-Video LLaVA&Shikra 73


Presenter Notes
Presentation Notes
Explain mmb llavaw, etc


@IVIIVIBench

A dataset, more in terms of the number and variety of evaluation

questions and abilities.

A novel strategy, that is designed to convert free-form predictions

into pre-defined choices.

The original VL problem:
B Q: How many apples are there in the image?
A4 B.3 C.2, D.1 am: A

" 4 Passes in Circular Evaluation (choices with circular shift):

1. Q: How many apples are there in the image? Choices: A. 4; B. 3;

2. Q: How many apples are there in the image? Choices: A. 3; B. 2;

B 3. Q: How many apples are there in the image? Choices: A. 2; B. 1;

B 4. Q: How many apples are there in the image? Choices: A. 1; B. 4;

VLM failed at pass 3. Thus

Circular Evaluation

VLM prediction: A. GT: A
VLM prediction: D. GT: D «f
VLM prediction: B. GT: C X
VLM prediction: B. GT: B

The bigger the value, the better the performance of the model.

Lecture-8-Video LLaVA&Shikra
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Presenter Notes
Presentation Notes
Explain mmb llavaw, etc


LLaVA-Bench (In-the-Wild)

* Collect a diverse set of 24 images with 60 questions in total.

* Provide extremely-detailed annotation for each image for an accurate evaluation.

What is the brand of the
blueberry-flavored yogurt?

 Require the model to extract details from high resolution image and to have a broad
knowledge coverage
The bigger the value, the better the performance of the model.

Lecture-8-Video LLaVA&Shikra 75


Presenter Notes
Presentation Notes
Explain mmb llavaw, etc


Q: What will the girl on the right write
on the board?

GT: 14

Required capabilities: gTISJQ: boy Iapgy?
Recognition
Spatial awareness Required capability:
OCR Recognition
Math

The bigger the value, the better the performance of the model.

Lecture-8-Video LLaVA&Shikra 26


Presenter Notes
Presentation Notes
Explain mmb llavaw, etc


Image Benchmark Toolkits

Benchmark Toolkit
Methods LLM ReS: pOPE MMB  LLaVA™ MM-Vet
MiniGPT-4 LLaMA-7B 224 - 23.0 - 22.1
IDEFICS-9B LLaMA-7B 224 - 48.2 - -
mPLUG-Owl LLaMA-7B 224 - 46.6 - -
Otter LLaMA-7TB 224 - 32.6 - 24.6
InstructBLIP  Vicuna-7B 224 - 36.0 60.9 26.2
Video-LLaVA  Vicuna-7B 224 84.4 | 0609 73.1 32.0

* Claim: Demonstrates a strong understanding of semantic aspects of scenes.

* Claim: Is able to answer open-ended and free-form natural language questions
about images.

Lecture-8-Video LLaVA&Shikra 7



Image Object Hallucination Evaluation

Evaluation results are reported for the POPE evaluation setting

_ Adersarial | Popular Random
Methods LLM Accuracy Fl-Scorel Yes | Accuracy Fl-Score| Yes | Accuracy FI1-Score | Yes
MiniGPT-4 Vicuna-13B 66.6 71.4 66.7 68.3 72.2 64.1 77.8 78.9 54.8
InstructBLIP  Vicuna-13B 744 78.5 69.0 81.4 83.5 62.6 88.7 89.3 55.2
MM-GPT LLaMA-7B 50.0 66.7 100.0 50.0 66.7 100.0 50.0 66.7 100.0
Video-LLaVA  Vicuna-7B 81.6 80.8 45.8 85.3 84.0 42.1 86.2 85.2 42.0

 Claim: Validates the consistency between unified visual representations
and the generation of textual descriptions.

Lecture-8-Video LLaVA&Shikra ’8


Presenter Notes
Presentation Notes
WeadoptAccuracy,Precision,Recall andF1scoreastheevaluationmetrics.Accuracy reflectstheproportionofcorrectlyansweredquestions. PrecisionandRecall reflect theratiosof correctlyansweringquestionswhoseanswersare “Yes”or“No”, respectively. F1scorecombines theresultsofPrecisionandRecallandweselect itasthemajormetricforevaluation.Besides,we alsoreporttheratiothatLVLMsanswer“Yes”asa referencetoanalyzethemodelbehaviors.


Image Understanding Example

[Input Instruction]
What happens when the glove drops?

Video-LLaVA
When the glove drops, it will fall to the floor, and the ball will roll off the bench. This

could potentially cause the ball to roll under the bench or into a hard-to-reach area,

making it difficult to retrieve. The glove, being red, is hanging from a chain, which

é@ suggests that 1t is being used as a training aid for boxing or other similar sports. The

3' ball, on the other hand, is blue and is placed on the bench, possibly for a different

purpose or as a prop for the training session. The presence of the glove and the ball on

the bench indicates that they are being used for a specific activity or exercise, and the
dropping of the glove could disrupt the training or practice session.

@ It will hit the wood plank and the ball will fly up.

 Claim: More comprehensive, intuitive, and logical response.

Lecture-8-Video LLaVA&Shikra 79
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Zero-shot Video Understanding

Methods LLM size MSVD-QA MSRVTT-QA TGIF-QA ActivityNet-QA
Accuracy  Score | Accuracy  Score | Accuracy — Score | Accuracy — Score
FrozenBiLM 1B 321 - 16.8 41.0 24.7 -
VideoChat 7B 56.3 2.8 45.0 2.5 344 2.3 - 2.2
LLaMA-Adapter B 34.9 3.1 43.8 2.7 - - 34.2 2.7
Video-LLaMA /B 51.6 2.5 29.6 1.8 - - 12.4 1.1
Video-ChatGPT B 64.9 3.3 49.3 2.8 514 3.0 35.2 2.7
Video-LLaVA 7B 70.7 +5.8 39406 | 59.2499 3.5+0.7 | 70.0 +18.6 4.0+1.0 | 45,3 +5.1 3.3+0.6

* Video-LLaVA outperforms Video-ChatGPT

* Claim: Can comprehend videos and provide contextually appropriate
responses based on instructions.

Lecture-8-Video LLaVA&Shikra
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Video Understanding Example

-

R <

[Input Instruction] Why is this video funny?

Video-LLaVA

The video 1s funny because the baby is trying to read a book while wearing glasses,

é@ which is a humorous sight. The baby's attempts to read the book are also amusing, as

b they seem to be struggling with the task. Additionally, the baby's facial expressions and
movements add to the overall humor of the video.

Video-ChatGPT

The video 1s funny because it shows a baby girl who 1s learning to read. She is sitting on
“}  abed and looking at a book, and she 1s trying to read it. The baby girl is wearing glasses,
gz and she is holding the book with both hands. The baby girl is trying to read the book, and
her actions are adorable and endearing. The video captures the innocence and curiosity of
a young child as she learns to read, which 1s a joyful and amusing sight for the viewer.

Lecture-8-Video LLaVA&Shikra 31



Image-Video Joint Understanding Example

[Input Instruction] Are the mstruments in the pictures used i the video?

Video-LLaVA

Yes, the instruments in the images are used in the video. The man 15 playing a drum set, and the other instruments are also shown n the
video.

 Claim: Demonstrate the ability to understand inputs composed of both
images and videos simultaneously.

Lecture-8-Video LLaVA&Shikra 32



Ablations

Lecture-8-Video LLaVA&Shikra

33



.

Ablations: Joint Training

Video Understanding

* Joint Training = Images + Videos

Methods MSVD MSRVTT TGIF ActivityNet

Video-LLaVA*  64.8 58.3 67.8 40.7

Joint with Image 70.7 59.2 70.0 45.3
A Acc. +59% +09% +22% +4.6%

* denotes using only video data in first and second stages

Lecture-8-Video LLaVA&Shikra 34


Presenter Notes
Presentation Notes
Finally, the last experiment of our ablation is for Joint Training on Video Understanding tasks.

The setup here is as follows:
 First, Video-LLaVA is trained solely on video data in its first and second stages and is evaluated on four video question answering datasets.
 Second, Video-LLaVA is trained jointly with Images

Examining the results, it's evident that Joint training on Images and Videos yields the most significant improvement across all four VQA datasets. This suggests that joint training with images can notably enhance the LLM's comprehension of visual representations.


Image-Video Alighment

* Figure compares image
understanding tasks

e Unified vs. Separated Visual
Representation
o Unified = LanguageBind
o Separated = MAE for Images +
LanguageBind for Videos

VisWiz

SQA

29.6 MIM-Vet

MMBench o United
LLaVAW Separated

Lecture-8-Video LLaVA&Shikra
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Presenter Notes
Presentation Notes
The authors of this paper aimed to comprehensively examine the impact of alignment prior to projection on handling multi-modal input for LLMs. To achieve this, they conducted numerous ablation experiments comparing a unified visual representation with a separate one.
�The unified representation refers to the newly introduced Language Bind method, whereas the separated approach utilizes a Masked Autoencoder for Images and a Language Bind encoder for videos. It's important to note that these two approaches are kept distinct for experimentation purposes.

For Image Understanding, comparisons were made between United and Separated Visual Representations across 9 Image Understanding Benchmarks. The results overwhelmingly favored the United Visual Representation, outperforming in 5 image QA datasets and 4 benchmark toolkits (POPE, MMBench, LLaVA-Bench, MM-Vet)
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Shikra: Unleashing Multimodal LL.M’s Referential Dialogue Magic
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Abstract

In human conversations, individuals can indi-
cate relevant regions within a scene while ad-
dressing others. In turn, the other person can
then respond by referring to specific regions
if necessary. This natural referential ability
in dialogue remains absent in current Multi-
modal Large Language Models (MLLMs). To
fill this gap, this paper proposes an MLLM
called Shikra. which can handle spatial coor-
dinate inputs and outputs in natural language.
Its architecture consists of a vision encoder,
an alignment layer, and a LLM. It is designed
to be straightforward and simple, without the
need for extra vocabularies, position encoder,
pre-/post-detection modules, or external plug-
in models. All inputs and outputs are in natural
language form. Referential dialogue is a su-
perset of various vision-language (VL) tasks.
Shikra can naturally handle location-related
tasks like REC and PointQA, as well as con-
ventional VL tasks such as Image Caption-
ing and VQA. Experimental results showcase
Shikra’s promising performance. Furthermore,
it enables numerous exciting applications, like
providing mentioned objects’ coordinates in
chains of thoughts and comparing user-pointed
regions similarities. Our code and model are
accessed at https://github.com/shikras/
shikra,

1 Introduction

In recent months, Multimodal Large Language
Models (MLLMs) have witness remarkable
progress (Alayrac et al., 2022; Huang et al., 2023;
Liu et al., 2023a; Zhu et al., 2023; Li et al., 2023a;
Gao et al., 2023; Dai et al., 2023). They brings eyes

Lecture-8-Video LLaVA&Shikra

What is the difference between
this deer and another deer ?

The main difference between .

the two deer is their size and Shikra
antlers. The adult deer is larger i

with more prominent antlers,

while the younger deer is smaller

with no visible antlers.

Figure 1: Demo of Referential Dialogue (RD). Users
can point to specific areas and ask questions. In turn,
Shikra will indicate the specific regions when replying,
if necessary. More interesting dialogues can be found
in Figure 2 and Appendix C.

precise positions of the content. Users cannot indi-
cate areas of interest in the image, and the models
cannot provide the exact locations of the described
content. Differently, as shown in Figure 1, in hu-
man daily communication, different regions or ob-
jects in the scene are often attended to, and people
can speak and point to these regions for efficient
information exchange. We refer to this interaction
mode as Referential Dialogue (RD). If an MLLM

36



ra: Unleashing Multimodal LLM's
Referential Dialogue Magic

Keqin Chen, Zhao Zhang, Weili Zeng, Richong Zhang, Feng Zhu, Rui Zhao
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2024 Citations: 119
2025 Citations: 525
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Presented by Group 2: Mahad Ali, Anthony Jackson, Charlee Mione, Rafeeq Shodeinde, Isaac Tuckey




Motivation

Multimodal LLMs have become popular over the years

Despite their power, many struggle with grasping positional
information

MLLMs proficient in Referential Dialogue can bridge this gap
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Presenter Notes
Presentation Notes
We can simplify this (talk about referential dialogue)


Representing position in natural language using numerical values

e« Bounding box & Center point represented as [x X ] & [x

min’ ymin' max’ ymax center’ ycenter]

e« The square brackets ([ and ]) are treated as tokens just like normal text, and appear
normally in text.

Fl = -~
jx3 - :
o e

T What is this man [0.171,0.330,0.650,0.779] scared of?



Presenter Notes
Presentation Notes
User Question: “How many other clothes in the <image> are of the same color as the jacket [0.268, 0.372]?”. Shikra reply: “The jacket [0.268, 0.372] is green. We can find a T-shirt [0.653, 0.532] and cropped pants [0.569, 0.101] a with same green color. So the answer is two.”
Good slide


Referential Dialogue Introduction

What is the differe I:Itw
this deer and a th
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Presenter Notes
Presentation Notes
We ask a q, with this picture, this is the response�As you can see it is not only giving us a difference but also giving us bounding boxes. Can probably get rid of the bullets and just talk about the image


Applications

« Mixed Reality headsets

o Conversing with Al assistants
= Apple Vision Pro and Siri

Source: https://medium.com/@davidpogue/my-first-immersion-in-apple-vision-pro-heavy-man-d99f0a940c7c
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Applications

« Robotics
o Human Robot interaction

« Comprehending reference points

Source: https://www.nbcnews.com/mach/science/robots-show-they-can-foresee-their-own-future-ncna833976
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Applications

Consumers

Online shopping
« Specify a product in an image

Source: https://www.etsy.com/listing/1105408268/luxury-window-half-body-female-dress
43




Referential Dialogue Tasks

44




Referring Expression Comprehension (REC)

« Input:image + prompt containing object description
. Output: Bounding box for object

Referring Expression Compression

= Detect the location of the vanilla dessert with a cashew

> nose in image and share the coordinates with me, please.
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Presenter Notes
Presentation Notes
Main thing is rec puts the bounding box on the correct dessert and it actually gives u the corners of the box


Spotting Captioning

® Spotting Captioning
O Input: Image + prompt
O Output: Description of scene + bboxes

Spotting Captioning

=y Provide a description of the image and include the boxes of the items you
- reference.



Presenter Notes
Presentation Notes
Just go to the examples dont need to fully explain what spotting/grounding captioning is. Model produces a description of image as well as bbox coordinates for any mentioned objects
Dont have to talk about grounding bc no picture


Referring Expression Generation (REG)

. Input: Image + bounding box
. Output: Discriminatory description of region

Referring Expression Generation

=y Please generate a distinguishing description for the region
> [0.336, 0.371, 0.515, 0.637] in the image.
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Presenter Notes
Presentation Notes
Decide what is the most important task and only talk about that so basically just explain the pictures. Task describes a region in a way that sets it apart from other regions in the image


PointQA

e PointQA-Point: o PointQA-Box:
o Input: Image + point + question about point o Input: Image + bbox + question about region
o  Output: answer o  Output: answer

PointQA - Point

PointQA-Box
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Presenter Notes
Presentation Notes
Similar to before, just talk about the pictures mainly. Maybe instead of going over both points and all three boxes, you do one point and one bounding box


Shikra - Architecture

Two main components:
ViT-L/14 from CLIP & Vicuna LLM

ViT-L/14 is frozen
Use either Vicuna7B or Vicuna 13B

Image embeddings used as input tokens to LLM

FC layer maps image embeddings to match the
input dimension of the LLM (4096 for 7B & 5120
for 13B)



Presenter Notes
Presentation Notes
Dont spend a lot of time on this bc it is common knowledge in the class. Since we don’t need to spend much time explaining the architecture, maybe we can spend most of the time here talking about how the image tokens are injected in place of the “<image>” token


Datasets

e Two types of data were used to train Shikra:

o Reorganized public datasets
o  Shikra-RD: A Referential Dialogue (RD) dataset built using Flickr30K entities

o Public datasets: VQAV2, Captioning (LLaVA-Pretraining), REG/REC (RefCOCO), PointQA
(Visual-7W)

o Shikra-RD generated using Flickr30K entities dataset by having GPT4 generate Q&A

pairs.
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Presenter Notes
Presentation Notes
Flickr30K dataset has five objects with their bounding boxes and textual descriptions for each image
GPT4 takes this information in and generates a series of Q&A pairs that can be used for the RD task.


Model Training

e The modelis trained in two stages.

o First stage: train for 100,000 steps over public dataset

o Second stage: increase sampling ratio of Shikra-RD & LLaVA-Instruct-150K to 50%
o In both stages the visual encoder is frozen and the LLM is completely unfrozen.

o Stage 1 learns conventional VL tasks, stage 2 fine tunes for RD on RD-specific data
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Tasks & Datasets

Task Dataset

Captioning LLaVA-Pretraining

Soptting Cap. Flickr30K Entities

Grounding Cap. Visual Genome

REG RefCOCO, RefCOCO+, RefCOCOg

REC RefCOCO, RefCOCO+, RefCOCOg, Visual Genome

VQA VQAv2

PointQA PointQA-Local/Twice, Visual-7W (‘which box’ subset)
Dialogue LLaVA-Instruct-150K*

RD VCR, Shikra-RD (Generated data from Flickr30K Entities)*
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Text prompt templates (overview)

e Training was performed on 9 different tasks, with multiple templates used for each task.

o« Templates only used for training, natural language can be used for inference.

e GPT4 used to generate 100s of versions of a template for each task to ensure

generalizability
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Presenter Notes
Presentation Notes
Since we talk about replacing “<Image>” with the embedded visual information earlier, maybe we don’t have to mention that here. Also, since we show examples for captions in later slides, maybe we don’t have to do that here


Text prompt templates

Task

Prompt

Captioning

Describe this <image> as simply as possible.
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Text prompt templates

Task

Prompt

Captioning

Describe this <image> as simply as possible.

Spotting Cap.

Can you provide a description of the <image> and include the coordinates [x0,y0,x1,y1]
for each mentioned object?
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Text prompt templates

Task

Prompt

Captioning

Describe this <image> as simply as possible.

Spotting Cap.

Can you provide a description of the <image> and include the coordinates [x0,y0,x1,y1]
for each mentioned object?

Grounding Cap.

Can you give me a description of the region <objs> in <image>?
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Text prompt templates

Task Prompt
Captioning Describe this <image> as simply as possible.
Spotting Cap. Can you provide a description of the <image> and include the coordinates [x0,y0,x1,y1]

for each mentioned object?

Grounding Cap. Can you give me a description of the region <objs> in <image>?

REG For the given <image>, can you provide a unique description of the area <objs>?
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Text prompt templates

Task

Prompt

Captioning

Describe this <image> as simply as possible.

Spotting Cap.

Can you provide a description of the <image> and include the coordinates [x0,y0,x1,y1]
for each mentioned object?

Grounding Cap.

Can you give me a description of the region <objs> in <image>?

REG

For the given <image>, can you provide a unique description of the area <objs>?

Q—A

| want to know the answer to ‘<question>’ Refer to the <image> and give a clear
response
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Text prompt templates

Task

Prompt

Captioning

Describe this <image> as simply as possible.

Spotting Cap.

Can you provide a description of the <image> and include the coordinates [x0,y0,x1,y1]
for each mentioned object?

Grounding Cap.

Can you give me a description of the region <objs> in <image>?

REG For the given <image>, can you provide a unique description of the area <objs>?
Q—-A | want to know the answer to ‘<question>’ Refer to the <image> and give a clear
response
REC In the given <image>, could you find and tell me the coordinates of <expr>?
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Text prompt templates

Task Prompt
Q—CA Having a look at <image>, can you tell me the answer to my ‘<question>’ and the logic
leading to it?
Q—CPointA Analyze the <image> and answer ‘<question>’ Include your reasoning process and
mark center points of related objects as [cX, cy].
Q—C BoxA Please explain your reasoning and provide bounding boxes, denoted by square

brackets, for the objects mentioned in the picture <image>. <question>
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Evaluation
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e Measures prediction accuracy of bounding boxes
o loU>.5=true positive

Referring Expression Comprehension Task

Model tvoe Model RefCOCO RefCOCO+ RefCOCOg  GRIT
P val test-A test-B  val test-A test-B val-u test-u refexp
GPV-2 - - - - - - - - 51.50
I *
Generalist VL SOTAs OF{\ L 79.96 83.67 7639 6829 76.00 6175 67.57 67.58 61.70
(w/o finetuning) Unified-10 ) ) } i ) ) } - 78.60
£ OFASys - 8010 - ; ] ] ] ] )
VisionLLM-H - 86.70 - - - - - - -
Shikra-7B 87.01 90.61 80.24 81.60 87.36 72.12 82.27 82.19 69.34
Shikra-13B 87.83 91.11 81.81 82.89 87.79 7441 82.64 83.16 69.03
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Image Captioning and VQA

e Shikra-13B performance on traditional VL tasks

Datasets

VOQA

VQAv2'Y
VQAv29eY
VQAv2std
OK-VQA

Caption

Flickr30k
COCO

Shikra FM-80B FM-9B Kosmos-1 BLIP-2 Unified-I0 VPGTrans VisionLLM
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Object Hallucination using POPE pipeline

Datasets Metrics Shikra InstructBLIP MiniGPT-4 LLaVA MM-GPT mPLUG-Owl
Accuracy (1) | 86.90 88.57 79.67 50.37 50.10 53.97
Precision (1) | 94.40 84.09 78.24 50.19 50.05 52.07
Random Recall (1) 79.27 95.13 82.20 99.13 100.00 99.60
F1-Score (1) | 86.19 89.27 80.17 66.64 66.71 68.39
Yes 43.26 56.57 52.53 98.77 99.90 95.63
Accuracy (1) | 83.97 82.77 69.73 49.87 50.00 50.90
Precision (1) | 87.55 76.27 65.86 49.93 50.00 50.46
Popular Recall (1) 79.20 95.13 81.93 99.27 100.00 99.40
F1-Score (1) | 83.16 84.66 73.02 66.44 66.67 66.94
Yes 45.23 62.37 62.20 99.40 100.00 98.57
Accuracy (T) | 83.10 72.10 65.17 49.70 50.00 50.67
Precision (1) | 85.60 65.13 61.19 49.85 50.00 50.34
Adversarial | Recall (1) 79.60 95.13 82.93 99.07 100.00 99.33
F1-Score (1) | 82.49 77.32 70.42 66.32 66.67 66.82
Yes 46.50 73.03 67.77 99.37 100.00 98.67 64




Conclusion

. Shikra excels at interpreting positional information

. Obtains competitive performance with respect to specialized
models

. Visual information valuable for reducing hallucinations

65




	Visual-Language Models Introduction�Part-V: Video LLaVA, Shikara�Lecture-8�CAP6412 Spring 2025
	Contents
	Slide Number 3
	Video-LLaVA: Learning United Visual Representation by Alignment Before
Projection
	Background/Motivation
	LVLM Paradigms
	LVLM Paradigms
	LVLM Paradigms
	LVLM Paradigms
	LVLM Paradigms
	Model Architecture
	Slide Number 13
	Training Pipeline: Overview
	Stage 1: Image/Video Understanding - Dataset
	Stage 1: Video/Image Understanding - Training
	Stage 2: Instruction Tuning - Dataset
	Stage 2: Instruction Tuning - Training
	Results
	Zero-Shot Image Question-Answering
	Image Benchmark Toolkits
	Object hallucination and POPE method
	Slide Number 23
	Slide Number 24
	Slide Number 25
	Slide Number 26
	Image Benchmark Toolkits
	Image Object Hallucination Evaluation 
	Image Understanding Example
	Zero-shot Video Understanding 
	Video Understanding Example
	Image-Video Joint Understanding Example
	Ablations
	Ablations: Joint Training
	Image-Video Alignment
	Slide Number 36
	Shikra: Unleashing Multimodal LLM’s Referential Dialogue Magic
Keqin Chen, Zhao Zhang, Weili Zeng, Richong Zhang, Feng Zhu, Rui Zhao
SenseTime Research; SKLSDE, Beihang University { SEIEE, Qing Yuan Research Institute}, Shanghai Jiao Tong University

2024 Citations: 119�2025 Citations: 525�https://www.youtube.com/watch?v=5EukpFo7om4
	Motivation
	Representing position in natural language using numerical values

	Referential Dialogue Introduction
	Applications
	Applications
	Applications
	Referential Dialogue Tasks
	Referring Expression Comprehension (REC)
	Spotting Captioning 
	Referring Expression Generation (REG)
	PointQA
	Shikra - Architecture
	Datasets
	Model Training
	Tasks & Datasets
	Text prompt templates (overview)
	Text prompt templates
	Text prompt templates
	Text prompt templates
	Text prompt templates
	Text prompt templates
	Text prompt templates
	Text prompt templates
	Evaluation
	Referring Expression Comprehension Task 
	Image Captioning and VQA
	Object Hallucination using POPE pipeline
	Conclusion

