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Problem Statement

 MLLMs excel in multi-modal understanding & generation.

* Issue: Machine-generated instruction data causes hallucinations, leading to inaccurate outputs.



@& Goal of the Paper

v Detect & remove hallucinations via cross-checking.

v Introduce a new framework called Hallucidoctor

v Address spurious correlations from long-tail object co-occurrences.
v Improve MLLM robustness with counterfactual data expansion.



Types of Hallucinations in MLLMs

« ® Object Hallucination

o ¥ Correct: "A man is sitting on a bench."

o X Hallucination: "A man is sitting on a bench next to a dog

oDog does not exist in the image k a e
}1




Types of Hallucinations in MLLMSs

« @ Relation Hallucination

« ¥ Correct: "A spoon is inside the bowl on the table.”
o X Hallucination: "A cup and a spoon is on the table."
olncorrect relationship between spoon & bowl




Types of Hallucinations in MLLMSs

« @ Attribute Hallucination

o ¥ Correct: "A red car is parked on the street."
o X HaIIucination° "A blue car is parked on the street.”




Measuring Hallucinations — CHAIR Metric

« [l standard CHAIR Metric — Counts nonexistent objects in descriptions.
o X Paper's Extended CHAIR Metrics:

o CHAIR,, - Measures object hallucinations.

| {sentences with nonexistent object}|

CHAIR,,; —
b |{all sentences}|

o CHAIR,, - Measures relation hallucinations.

| {sentences with nonexistent relation }|

CHAIR,._; —
: |{all sentences}|

o CHAIR,, — Measures attribute hallucinations.

|{sentences with nonexistent attribute} |
CHAIR,yypj = ——

|{all sentences}|

« # Key Takeaway: Higher CHAIR scores indicate more hallucinations.



Instance Level vs Sentence Level Hallucination

 Hallucination Evaluation Framework:

olnstance-Level: Counts each hallucinated element (object, relation, attribute).

oSentence-Level: Evaluates if an entire sentence contains hallucinations.



% POPE Metrics limitation:

v'Limited Hallucination Scope: Focuses mainly on object presence

Missing contextual errors

v'Object Detection Dependency: Relies on object detectors

Leading potential bias

v'Poor Attribute Evaluation: Struggles with fine-grained attributes

e.g. color, action, relationships.



HalluciDoctor — A Two-Module Framework

Recovered Visual Instruction Data

Image Conversations

| Instruction-Level Hallucination Elimination |
The image depicts a lively scene of a group
of people sitting around a dining table. ...
There 1s aeleck-placed-in-the backeground-a
cell phone can be seen on the table. ...

capturing-memores-ef-the-gathenns:

Conversations

Instruction: Explain the visual content of the image in great detail.

Response: The image depicts a lively scene of a group of people
sitting around a dining table, enjoying a meal together. At the table,
there are four individuals, one on the left, one on the rthl one in
the middle facing the table, and another persc tly behind t Hﬁ'.l"!fi iciDoctor
... There is a clock placed in the bm,kuround am:l a ull phum
can l:u. seen on the table too, capturing memories of the gathering.

| Image-Level Visual Instruction Expansion |
The scene seems to be ina kitchen arca—with

Description-Oriented
Answer Chunks Extraction
<people, sit around, dining table> : .

<people, enjoying, meal> | Target scene Counterfactual

<clock, place in, background= ' i 'E-mm”'” ‘cat’ Instruction Synthesis

also a clock in the image. [t appears to be a
cozy and comfortable environment.

.’[ ] i havirga-oalhening or socializing, There is

Image
Guidance

Hallucinatory object

Image-Oriented o Answer-based Question Generation
Answers Generation

- ; — ] [ I
What are the people doing around the dining table? : H g E T ,
. 2 2 . Xpansim: il 1
. What are the people enjoying together? d.]'-EI:d.LIULk in JL':J_::” ¢
MLLM Experts I 1 3. Whatis placed in the background of the image? '

BLIP2

% Scene selection
: Enhancement Factor &;
Ll ' Semantic-aligned Q-A Pairs < g;,a; > |_] H A - &

MiniGPT-4 i ! cat car .- o0m “IE]“ [nhibiting Factor Z;
Seesaw-Score &;

I = threshold ]

¢
1
H
1
i

Cum;idulc Consistenc‘ly Consistency Score
Cross-Checking | | B(a;, ai)

X
Answers a;

[r-: threshold Hallucination Item (e.g

Seesaw-based Visual Instruction Expansion




Hallucination Cross-Checking Paradigm

Conversations

Instruction: Explain the visual content of the image in great detail.

Response: The image depicts a lively scene of a group of people

sitting around a dining table, enjoying a meal together. At the (ablu

there are four individuals, one on lh‘. left, one on lho. nghl

the middle facing the table, and a er person slightly be 1€
... There is a clock placed in lhg bad.k.round and a cell pho B

can bc seen on the table too, capturing memories of the gaghering.

Description-Oriented
Image Answer Chunks Extraction

Guidance <people, sit around, dining table>

<pcople, enjoying, meal>

Image-Oriented | Answer-based Question Generation

Answers Generation What are the people doing around the dining table?

What are the people enjoying together?

1
A
3.  What is placed in the background of the image?

MLLM Experts
BLIP2
InstructBLIP Semantic-aligned Q-A Pairs < q;, @; > <
MiniGPT-4 :

Consistency Consistency Score
L Cross-Checking ) B(a;, af)

Candidate
Answers aj'

Hallucination Cross-Checking Paradigm




Seesaw-based Visual Instruction Expansion

Recovered Visual Instruction Data
Im: 1ge Conversations

Instruc I|r> -Level Hallucination Elimination

{( 7/ )¢ ICION
Image-Level Visual Instruction Expansion

The scene scems 1o be in a Kitchen arca~wath
o memable s the Bachsronmd peasabily

harsirgarailicrning o samsalising. There is
also a clock in the image. It appears 1o be a
cozy and comlortable environment

Target scene Counterfactual }
'w"'m" cat Instruction Synthesis ) |

Hallucinatory object *

Expansion: There can be
also a clock in the wall
A
Enhancement Factor &,

X

Inhibiting Factor Z,




Seesaw Score

* Includes two scores
* Enhancement Factor ¢; (for rare objects)
* Inhibiting Factor J; (for reasonable combinations)

Task:

* Calculate §;
*o; =& *J;



Enhancement Factor

Task:
* Increase the weight of other objects o; that rarely occur with o
* Calculate ¢;




Enhancement Factor (contd.)

¥ Example:
* Hallucinated object o: car, 0™: road
* Introduce roads with objects o; that rarely associated:

] 1000
€road—car — T
1000

"Ebicycle—car = 10 100

. __ 1000 _
gtrafficLights—car ~ 50 20



Inhibiting Factor

Task:
* Suppress the weight of objects in rare combinations with o”
* Calculate J;




Inhibiting Factor (contd.)

¥| Example:
* Hallucinated object o: car, 0™: road
* Introduce unlikeliness for rare occurences:

L 1000
Jcar road — 1000
15
gbicycle—road ~ 1000 0.015

200
.gtrafficLights—road = 1000 0.2



Seesaw Score (contd.)

¥ Example:
*Seesaw scores: (bicycle, traffic lights, ...)

S.ar=1XxXx1=1
.Sbicycle =100 x 0.015=1.5
'StrafficLights =20 X 0.2 =4



Experimental Setup and Baselines

X Objective: Evaluate HalluciDoctor’s impact on hallucination reduction and MLLM performance.

« (] Models Used:
MiniGPT-4
mPLUG-OwI

* M Training Datasets:
LLaVA (Baseline)
LLaVA+ (HalluciDoctor refined)
LLaVA++ (Counterfactual expansion)

« M Evaluation Benchmarks:
CHAIR Metrics (Object, Relation, Attribute — Instance & Sentence Level I )
MME Scores (Perception & Cognition @ 89)
GPT-4 Evaluation (Accuracy ¥ & Detailedness B )

OwlEval Benchmark (Quality & Accuracy)



Chair Metrics - Hallucination Evaluation

Model Type Instance-level Sentence-level

MiniGPT4 (7B) w/ LLaVA+

w/ LLaVA++

mPLUG-Owl (7B)

w/ LLaVA+
w/ LLaVA++

v HalluciDoctor effectively reduced hallucination in both levels!

v'Counterfactual samples contributed to reduce hallucination!

" Intrinsic trade off between hallucination and MLLM performance
» Compare not only hallucination but also MLLM performance!



MME Benchmark to evaluate general performance

Model Type Perception Cognition

MiniGPT4 (7B) - G Travas 88932 317.86

| LLaVA++ )55.28 ).7
w/ LLaVA 967.34 276.07

mPLUG-Owl (7B)

v HalluciDoctor deleted meaningless information in datasets while maintaining semantic information

v' Data augmentation with counterfactual samples improved perception and cognition performance



GPT-4 Evaluation — Detailedness & Accuracy

Q
—
Q
[&]
)
>
[ &7
<
| -
=5
2
[&]
<
)
W
Q
o)
-
Q
p—
-
[av]
d—
L
)

5.0

Detailedness Score (1-5)

Accuracy Score (1-5)
Q=Tatal Score

4.5
4.0
3.5
3.0
2.5
2.0
1.5
1.0
0.5
0.0

4.3

MiniGPT-4 w/
LLaVA

MiniGPT-4 w/
LRV

MiniGPT-4 w/
LLaVA+

HalluciDoctor
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HalluciDoctor + Counterfactual samples

However, GPT-4 makes mistakes sometime....




<]

OwlEval Benchmark — Human Evaluation &

v" Once models generate sentences, humans manally evaluate quality and accuracy of the sentences
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Ablation Study to evaluate impact of factors

[ Default

[ w/o Enhancement Factor
1 w/o inhibiting Factor
[ Total HalluciDoctor

MLLM Hallucination MLLM Performance

(a) MiniGPT-4
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MME Performance

Z

7%
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EZF Default

FEZZ1] w/o Enhancement Factor
ZA w/fo inhibiting Factor
=] Total HalluciDoctor
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MLLM Hallucination

(b) mPLUG-Owl

MLLM Performance
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Summary & Conclusion

¥ HalluciDoctor’s Key Benefits:

o Reduces hallucinations
o Enhances MLLM robustness against adversarial challenges
o Improves perception, cognition, and factual accuracy

# Final Verdict: HalluciDoctor sets a new standard for hallucination mitigation in MLLMs!



Thank Youl



	Slide 1: HalluciDoctor: Mitigating Hallucinatory Toxicity in Visual Instruction Data 
	Slide 2: Problem Statement
	Slide 3: 🎯Goal of the Paper
	Slide 4: Types of Hallucinations in MLLMs
	Slide 5: Types of Hallucinations in MLLMs
	Slide 6: Types of Hallucinations in MLLMs
	Slide 7: Measuring Hallucinations – CHAIR Metric
	Slide 8: Instance Level vs Sentence Level Hallucination
	Slide 9: 🛠 POPE Metrics limitation: 
	Slide 10: HalluciDoctor – A Two-Module Framework
	Slide 11: Hallucination Cross-Checking Paradigm 
	Slide 13: Seesaw-based Visual Instruction Expansion
	Slide 14: Seesaw Score
	Slide 15: Enhancement Factor
	Slide 16: Enhancement Factor (contd.)
	Slide 17: Inhibiting Factor
	Slide 18: Inhibiting Factor (contd.)
	Slide 19: Seesaw Score (contd.)
	Slide 20: Experimental Setup and Baselines
	Slide 22: Chair Metrics  - Hallucination Evaluation
	Slide 23: MME Benchmark to evaluate general performance
	Slide 24: GPT-4 Evaluation – Detailedness & Accuracy
	Slide 25: OwlEval Benchmark – Human Evaluation 🦉
	Slide 26: Ablation Study to evaluate impact of factors
	Slide 27: Summary & Conclusion
	Slide 28: Thank You!

