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Abstract. Real-life applications of action recognition often require a
fine-grained understanding of subtle movements, e.g., in sports analyt-
ics, user interactions in AR/VR, and surgical videos. Although fine-
grained actions are more costly to annotate, existing semi-supervised
action recognition has mainly focused on coarse-grained action recog-
nition. Since fine-grained actions are more challenging due to the ab-
sence of scene bias, classifying these actions requires an understanding
of action-phases. Hence, existing coarse-grained semi-supervised meth-
ods do not work effectively. In this work, we for the first time thoroughly
investigate semi-supervised fine-grained action recognition (FGAR). We
observe that alignment distances like dynamic time warping (DTW) pro-
vide a suitable action-phase-aware measure for comparing fine-grained
actions, a concept previously unexploited in FGAR. However, since reg-
ular DTW distance is pairwise and assumes strict alignment between
pairs, it is not directly suitable for classifying fine-grained actions. To
utilize such alignment distances in a limited-label setting, we propose an
Alignability-Verification-based Metric learning technique to effectively
discriminate between fine-grained action pairs. Our learnable alignability
score provides a better phase-aware measure, which we use to refine the
pseudo-labels of the primary video encoder. Our collaborative pseudo-
labeling-based framework ‘FinePseudo’ significantly outperforms prior
methods on four fine-grained action recognition datasets: Diving48, Fin-
eGym99, FineGym288, and FineDiving, and shows improvement on ex-
isting coarse-grained datasets: Kinetics400 and Something-SomethingV2.
We also demonstrate the robustness of our collaborative pseudo-labeling
in handling novel unlabeled classes in open-world semi-supervised setups.
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1 Introduction

Considering the action recognition problem in practice, many critical applica-
tions demand high precision in classifying subtle movements. For instance, in
analyzing surgical videos to monitor subtle patient movements [59], AR and VR
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Example: Binary Classification:
Pair of same fine-grained action class or not?
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Fig.1: (a) Sample actions from standard coarse-grained action recognition dataset
(UCF101) (b) Sample actions from fine-grained action recognition dataset (Diving48)
(¢) For proof-of-concept, we choose a binary classification problem of fine-grained ac-
tions, where the model has to predict whether the pair of videos belong to the same
class or not. We consider Diving48 dataset with 10% training data. We first obtain the
frame-wise video embedding from a pretrained framewise video-encoder model (Details
in Sec.[3.3). The top part of (c) shows that the cosine distance computed at each times-
tamp does not provide a discriminative measure, whereas, DTW-based alignment cost
provides a clear difference in pair of same vs different classes. The bottom part of (c),
shows the performance of the binary classification task in terms of average precision,
where our alignability-score significantly outperforms the other standard distances.

applications , require identifying the user’s nuanced movements for a more
responsive interaction, and in sports analytics , it enables detailed action
quality assessment and injury prevention.

Although fine-grained action recognition (FGAR) allows for wider adoption
of action recognition in real-life applications, research has mainly focused on
coarse-grained action recognition . For instance, from Fig. a),
we observe that coarse-grained action covers broader classes, such as ‘Play-
ingGuitar’ vs ‘JavelinThrow’. Subtle human movements are not essential for
classifying these, given their very different motion pattern and inherent scene
bias (i.e., the scene provides substantial cues for identifying action) . Con-
versely, Fig. b) illustrates fine-grained action categories from ‘Diving’, com-
prising action-phases like ‘Take-off’, ‘In-flight’, and ‘Entry into Water’. This
figure demonstrates that even a difference in the ‘Entry’ phase from video-2 to
video-3 alters the action class from class-1 to class-2. This suggests that FGAR
can significantly benefit from learning action-phases.

However, annotating such fine-grained actions poses significant challenges.
Unlike coarse-grained actions, fine-grained actions require extensive, often repet-
itive viewing and expert annotation, making the process time-consuming and
costly. This underscores the need for a semi-supervised learning approach for
FGAR. However, current semi-supervised methods, designed for broader ac-
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